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Abstract:
WP6 Real Time Platform and System Integration contains the development of a real-time hardware and
software platform and the integration of the algorithms from WP5.
The platform will be based on an existing platform for surveillance systems, but will be adapted to enable the
exploitation of heterogeneous hardware architectures (multi-core CPUs and GPUs). The principles thereof will
be developed early in the project, whereas the platform development will start when the system specification
(first revision) is available (WP4).
Within WP6, task T6.1 focuses on developing concepts and methods for optimal implementation on heterogenous hardware of low-level image analysis algorithms used in video surveillance and abnormal behaviour
detection.This is the delivery report of WP6 Task 6.1.
The research leading to these results has received funding from the European Community’s Seventh
Framework Programme (FP7/2007-2013) under grant agreement No 218 197.
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Executive summary
This report, WP6 Recommendations and guidelines for image processing on heterogeneous hardware, represents
deliverable D6.1 in the ADABTS project. The goal of the ADABTS project is to detect threatening or unwanted
behavior in crowded spaces, and WP6 concerns the development of a real-time demonstration system called the
ADABTS Demonstration System (ADS). The ADS will integrate methods and algorithms developed and tested
in the ADABTS project, and demonstrate real-time low level image processing and analysis supporting higher
level algorithms. This report summarizes this work on the ADS.
The overall purpose of the work presented in this report has been to identify and alleviate processing
bottlenecks in the ADABTS project through the use of off-the-shelf graphics cards intended for gaming, so called
Graphics Processing Units (GPUs). These GPUs can offer high performance at a very low cost when used for
suitable parallel algorithms. GPU computing is a relatively young discipline, and programming the GPU can
still be a formidable challenge. Large gains can be obtained if the GPU is utilized properly, but many important
optimizations make it look more like a black art than an attainable engineering skill. Even so, a few general
recommendations can be given as guidance in algorithm development for the GPU. This report includes some
such recommendations.
The GPU is well suited for many image processing and computer vision algorithms, and this report gives a
survey of the state of the art. Whilst few papers share implementation details, we can still make some conclusions
that appear to be general: The main challenges with the use of GPUs in image processing and analysis appear to
be memory management and data transfer. Usually, the processing power is much higher than the available data
for analysis. Most filtering and similar processes can be solved by established GPU patterns, or approximated
by simpler already optimized implementations. Secondary challenges reported in the literature are concerned
with the complexities related to parallelizing more or less inherently sequential algorithms. Further challenges
related to the use of contextual information, i.e., neighbor comparisons in many image processing and analysis
algorithms, are mentioned. Parallelization will usually take a large performance hit from contextual comparative
operations (depending on the size of the neighborhood), and more global operations such as normalizations or
reweighting.
Specification of the ADS (WP4) and discussions and experiences in algorithm development (WP5) highlighted
several bottlenecks for video processing in the ADABTS project, the major being volume carving and optical
flow analysis. Thus, these two approaches drove some of the implementation work in WP6. Volume carving is
dependent on well-functioning motion detection algorithms, and one of the underlying bottlenecks for motion
detection is — as also seen in competing approaches — data transfer to the GPU. Thus some of the work in the
introduction was related to so called infrastructure algorithms.
The implementation work for the ADS highlighted some challenges, as well as reinforcing the experiences
from work discussed in the literature. Specifically, the demands imposed by the planned ADS system quickly
showed that one of the major bottlenecks in a practical system would be data transfer. The development hardware
system could be shown to handle transfer and decoding of data from around 8 cameras in full HD if video frame
rate was of the essence, meaning that the decoding speed constitutes a bottleneck, resulting in some analysis
algorithms being starved for data.
A concern that was raised during the work was frame latency, again related to data transfer. In real systems,
off-the-shelf Internet Protocol (IP) cameras are used, which encode the video using H.264, the industry standard.
This leads to a variable latency in the camera itself of around half a second. H.264 data from the IP cameras are
streamed to GPU memory, where they are decoded by specialized hardware. The nature of H.264 requires that
the GPU uses an internal decode queue, for which the dedicated decode hardware is optimized. Hence, a variable
and unspecified latency is added to the processing pipeline on the order of one second, depending on load.
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The algorithms chosen for acceleration were suitable for adapting to the massively parallel architecture of the
GPU, and no major hurdles were met in the implementation work. In fact, some of the algorithms, for example
volume carving, can be written in ways that map naturally to the GPU. Furthermore, the intrinsic parallelism of a
system with many IP cameras maps naturally to the use of multiple GPUs, whereby each GPU handles a distinct
subset of all cameras. Our work shows perfect weak scaling, in which doubling the number of GPUs doubles the
number of cameras the system can handle. The system as a whole has very high performance, supporting up-to
32 cameras in real-time.
In summary, work with WP6 has highlighted three important challenges that should be considered when
working with image processing and analysis algorithms on GPUs:
• Most image processing and analysis algorithms will usually run slower than optimal simply because data
transfer is a major hurdle. This is especially important when analyzing video streams. In order to manage
streaming of data on a practical system without saturating the network, compression is fundamental, and
thus the bottleneck will be in decompression/decoding.
• Both in literature and in this work, latency is identified as an issue. While computing power is abundant
related to data availability and the algorithms implemented, inevitable buffering (especially in frame
decoding) leads to rapidly growing delays. As seen in our system, latencies can reach one second or more.
• Algorithmically, many image processing and analysis tasks tend to perform (usually necessary) normalizations or non-local weightings or comparisons. While some of these can be solved by standard GPU
patterns, other algorithms will quickly outgrow the size of the on chip (registers and shared) memory on
the GPU forcing the kernels to access the much slower global memory.
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1

Introduction

This report describes the work performed in work package six (WP6) in the ADABTS project. ADABTS stands
for Automatic Detection of Abnormal Behavior and Threats in crowded Spaces. Due to a general increase in
terrorism and aggression, security operators and law enforcement experience a growing inability of ensuring the
safety of our society. The ADABTS project, which started in 2009, aims to to facilitate protection of EU citizens,
properties and infrastructures against threats of terrorism crime and riots. This will be carried out by automatic
detection of threatening human behaviour.
The research in ADABTS comprises several audio-visual disciplines. It covers algorithms for motion analysis
and behavior detection in video as well as the detection of anomalous sounds, such as breaking glass, gun shots
and screaming. Currently, advanced video based surveillance that is capable of tracking people in crowds and
analysing their behaviour rely on robust and accurate activity detection, object segmentation, classification and
tracking. These surveillance functions require real-time processing of high resolution images, often generated
from multiple cameras. The state of the art methods that are developed in the research community are generally
demonstrated on systems with only one or a few cameras, and process images of small size. Commonly, one high
end computer is connected to each camera. The best methods thus often require specially designed hardware
which leads to high cost.
WP6 of ADABTS is titled “Real Time Platform and System Integration". Here, we focus on the real-time
aspects of the project. The main objective of WP6 is to develop a new hardware and software platform for
advanced real-time video analysis and detection using heterogeneous computing, the ADS. The platform will
integrate methods developed in WP5 “Abnormal Behaviour Detection". Once all the algorithm adaptations
are completed, they will be integrated in the common platform, together with a user interface according to the
specification from WP4. The final task is to perform system tests and verify that the system works according to
the revised system specification. This is described in WP7 “Evaluation". The final system will then be installed
and evaluated on-site at the ADO stadium in The Hague. The successful system test constitutes the third milestone
of the project.
The basis for the real-time platform in WP6 is a standard computer equipped with standard graphics processing
units (GPUs). We will adopt and further develop the state-of-the-art algorithms to run on commercially available
low cost heterogeneous hardware architectures consisting of multi-core CPUs, combined with data-parallel GPUs.
The potential in such hardware for advanced real-time video surveillance will be demonstrated and evaluated
through the development of a real-time platform. The work package aims at obtaining an order of magnitude
speed up in the low level image processing required for video surveillance. Such speedup will be obtained using
very little added hardware cost since we will utilize commercially available high performance, low cost processing
units. Such a performance upgrade in computation power will be a key factor in achieving a step forward in
advanced video surveillance. And we expect that the system developers will quickly grasp this opportunity when
it is presented.
The planned work for WP6 entails a theoretic study (Task 1), implementation and optimization work (Task 2)
as well as work on HMI (Task 3) and system integration and validation (Task 4 and 5).
SINTEF and partners in WP6 will contribute to the ADS by delivering a real-time capable GPU computing
platform. The ADS is a network of computers, with the so-called Detec Master providing timestamped video
streams, and the slaves providing different algorithms possibly running in real-time. Interaction with slaves
is done through the Detec Graphical User Interface (GUI), which is also handling display of alarms and user
interaction.
WP4, which finished June 2011 specified a network of computers called the ADS, which constitutes the
platform for demonstration of the project. WP6 is mainly concerned with implementation of low level algorithms
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Figure 1: ADABTS Demonstration System (ADS) overview. Figure by Detec.

on GPU, but also consitutes work with integration of the complete system, thereunder some improvements to the
Detec GUI, as sketched in chapter 4 of D4.2 System Specification.
WP5, which runs in parallel with WP6 has a series of tasks that relate to Task 6.1, specifically the deliverable
resulting from Task 5.1 (“Visual Person Detection and Tracking”). One example of a performance bottleneck
identified in this deliverable (Section 2.2.3 in D5.1) is volume carving. Also, optical flow estimation (used
by several partner slaves for behavior analysis) was seen as a computational bottleneck. Work on algorithms
supporting WP5 started as soon as the bottlenecks were identified. Supporting/auxiliary low level video processing
was initially implemented (e.g., motion detection, illumination correction, etc.) based on existing Detec algorithms,
and further adapted to fit the current scenario.
In Figure 1 is a schematic of the ADS, illustrating the GPU computing server interaction with the Detec/ADS
Master and the other slaves.
The deliverables related to WP6 in the ADABTS project are connected to two tasks:
• T6.1 Concepts for exploitation of heterogeneous hardware platforms Concepts and methods for the optimal
implementation of the low-level image analysis algorithms used in video surveillance and abnormal
behaviour detection on heterogeneous hardware will be developed. Recommendations and guidelines for
design and implementation of image processing algorithms will be developed. They are aimed at optimal
performance on current and anticipated future heterogeneous architectures. This task will run in parallel to
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WP5 “Abnormal Behaviour Detection”, and the recommendations and guidelines developed in this task will
be implemented in the development of methods and algorithms in WP5. Based on these recommendations
a final choice of hardware for the real-time platform will be made.
• T6.2 Optimize and implement algorithms A selection of the algorithms developed in WP5 is to be optimized
and implemented on the heterogeneous hardware platform. The algorithms to be implemented on the GPU
will be selected based upon that they represent low level processing that is a generic basis for abnormal
behaviour detection, that they represent a true bottleneck in the processing and that they are suitable for
heterogeneous computing. Judgement of the latter will be based on the recommendations and guidelines
developed in task T6.1.
We have deliverables as follows:
• D6.1 Recommendations and guidelines for image processing on heterogeneous hardware Experience from
the GPGPU project at SINTEF has shown that a direct porting of algorithms from CPUs to GPUs give far
from optimal performance. The highly parallel data stream paradigm used in GPUs must be incorporated
from the start in the methods and algorithms. Recommendations and guidelines for implementing video
surveillance algorithms on heterogeneous hardware will be developed. This includes how to obtain a
data stream parallelism that fits to the GPUs architecture, how to design low level image processing
algorithms, how to divide the computation between Central Processing Units (CPUs) and GPUs and how to
avoid bottlenecks in the communication between the CPUs and the GPUs. The developed methods and
recommendations will take into consideration the expected future development of integrated heterogeneous
hardware chips.
• D6.2 System software and hardware specification An idealized concept of the demonstrator system was
specified in WP4, and a validation of a revised system specification by the Stakeholder Group is a
verification of the fulfilment of Objective 3 of the ADABTS project and constitutes Milestone 3.
The fulfilment of WP6 corresponds to Objective 4 of the ADABTS project and constitutes Milestone 4.

1.1

Structure of the document

In the rest of the report, we describe the real-time detection system itself, along with all the algorithms implemented. We begin with a short introduction to the use of GPUs in image analysis in Section 2. In Section 3, we
report on the work committed in WP6, including recommendations for hardware architecture, description of a
video decoding system on the GPU, and a set of video detection algorithms running on the GPU. In Section 4, we
present our results and considerations on both performance and accuracy of the algorithms implemented. Finally,
we end the report in Section 5 with our concluding remarks.
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2

Graphics Processing Units in Computer Vision

Graphics processing units (GPUs) are found in every computer with a display, and are used to create the on-screen
image. With the enormous growth of the video game industry, a massive market for the GPUs has appeared. New
models are released every year, with ever increasing capabilities. The GPUs today are roughly six to nine times
faster than CPUs in terms of FLoating-point Operations Per Second (FLOPS), making them very attractive as a
computing platform. Speed-ups of 5-50 times have been reported for a wide variety of algorithms [17].
Some computer vision algorithms are highly suited for execution on GPUs, as they often have a structure
that fits well with the way GPUs work. However, GPUs are different from CPUs in many respects. Achieving
large speedups therefore often requires careful design of implementations. In this section, we go through the
most important steps needed, to adapt existing and to create new image processing algorithms which are suitable
for the GPU. We start by giving an overview in Section 2.1 on the basic GPU structure and how they are best
utilized. We then proceed with a few more advanced topics on GPU programming, presented in 2.2. We conclude
the section with a survey of the state of the art in image processing and computer vision on GPUs in Section 2.3.

2.1

Introduction to Graphics Processing Units

The GPU was primarily developed for computationally demanding 3D computer games to render the on-screen
image. It is also used in other industries, for example in Computer Aided Design (CAD). Even though graphics
processing units are designed to create images, they have become very popular over the last decade for use
in non-graphics applications. This is often referred to as General-Purpose computing on Graphics Processing
Units (GPGPU) or GPU Computing. The very first examples originate from roughly ten years ago, when
researchers effectively utilized the graphics APIs to “trick” the GPU into performing certain tasks.
One example of an early GPGPU algorithm is by Larsen and McAllister [75], where texturing1 was used to
perform matrix-matrix multiplication. This primitive example was cumbersome and error prone to construct,
and could only offer low precision results. However, it demonstrated that the GPU could vastly outperform the
CPU. Since then, there has been an exponential growth in academic interest in GPUs, and more recently also
industrial interest. The main reason that GPUs have become so popular is that they offer a higher performance
(i.e., processing speed) than an equivalent CPU, as shown in Figure 2. This means that a program implemented
with GPU-suitable programming might benefit greatly performance-wise. Since 2010, the use of GPU has
exploded (see Figure 3). The field of GPU computing now encompasses many different industries, ranging from
military and governmental supercomputer applications to applications run by home users, examples including
Matlab and some Adobe products. Its popularity is also evident from the publicly available Google search trends,
as shown in Figure 4.
2.1.1

Overview of GPU Hardware and Software Environments

The field of GPU computing is quite a diverse field. There are three major hardware vendors, and many different
languages and libraries used to program their respective offerings. The three major hardware vendors for GPUs
today are Intel, AMD and Nvidia, where each holds 62%, 22.7%, and 14.8% of the market share in 2010
respectively [119]. Intel, who has most of the market, predominantly sells integrated graphics, exemplified by
Intel Sandy Bridge CPUs which include a simple GPU. For the high performance, gaming, and professional
market, however, there are only two major vendors, namely Nvidia and AMD. Nvidia has a market share of 80.4%
1 A texture, in this context, is a 2D image which is “glued” to a surface in 3D, and texturing refers to the process of rendering a 3D surface
with such a texture to screen
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Performance

Memory Bandwidth

Figure 2: Comparison of performance for CPUs and GPUs. Today, the performance gap is roughly 7 times when
comparing processors from the same market segment. Figure from Brodtkorb [16]

Figure 3: Percentage of supercomputers that utilize GPUs. Data from the Top 500 list [153].

Figure 4: Google search trends from 2004-2012 showing an increase in number of searches for the term “GPU”.
During the same time period, searches for “CPU” have declined.
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Figure 5: Development of GPU programming languages.

in this segment [120]. This is reflected in all parts of GPU computing, as both academic and industrial users
mostly rely on Nvidia hardware. We focus on Nvidia hardware because of its popularity. Note however, most of
the concepts described in this report are directly transferrable to AMD hardware.
As illustrated in Figure 5, there are currently many different options for programming GPUs. We focus on
Compute Unified Device Architecture (CUDA), which was released by Nvidia in 2007 for implementing general
purpose algorithms. The CUDA language is directly tied to the hardware, and programs written in CUDA will
not be able to run on GPUs from other hardware vendors. This is because the chips themselves offer different
instructions and are therefore incompatible, just as CPUs from ARM and Intel are incompatible.
2.1.2

CPU-GPU Architecture

A general schematic of the CPU and GPU hardware is shown in Figure 6. The system consists of one multi-core
CPU, and a many-core GPU, connected to each other through the PCI express bus. This means that the CPU and
the GPU each have their own physical memory. Thus, if you want to perform computations on the GPU, you
must first copy the required data from the CPU to the GPU over the PCI express bus, and then copy the result
back. The PCI express bus, unfortunately, is quite slow, and such data-transfers should therefore be kept to a
minimum. Once the data has been transferred to the GPU, however, the benefits can be significant. The exact
amount of performance gain relative to the CPU depends on the algorithm and the approach of implementation,
which will be discussed in more detail in Section 2.3. For algorithms in which the transfer time to and from the
GPU is negligible compared to the processing time, we can get large performance gains by using the GPU.
The reason for GPUs being more powerful than CPUs is that they are very specialized processors. Both the
CPU and the GPU use roughly the same number of transistors, but they use their transistors differently. While
CPUs have large cache hierarchies and implement many different complex tasks, such as handling of disk IO,
etc., GPUs have very small caches and spend most of their transistors on a few floating point and transcendental
functions, e.g., sine, cosine, etc. The reason for this prioritization is that the CPU is responsible for running the
operating system and all its complex functions, while the GPU is designed only for transformation of triangles
and computing the colour of pixels on screen.
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Figure 6: A schematic of how the CPU and the GPU are connected. The six-core CPU (Intel Core i7-990X)
consists of six independent cores, each with an SSE unit with FPUs, making a total of 24 FPUs per socket. The
GPU (Nvidia GeForce GTX 580), on the other hand, consists of 16 cores, each with 2 x 16 FPUs, totalling 512
FPUs. The four FPUs in each CPU core must perform the same instruction in SIMD fashion, and likewise, the 2
x 16 FPUs in each GPU core.

This difference in the architectures has also implications when using the GPU for computations. The most
important concept in designing algorithms for GPUs is data-parallelism. The GPU has evolved into a very efficient
processor for computing a 2D image from a 3D scene consisting of triangles. This is a highly data-parallel
operation: each triangle, of which there typically are thousands or tens of thousands present at any given moment,
can be processed independently, and the same operations are typically applied to all triangles. Likewise, the
calculation of the colour of each screen pixel (of which there is over two million on a standard computer screen)
can also be computed independently in a data-parallel fashion.
2.1.3

GPU Architecture

The GPU is a massively parallel processor. For example, the Nvidia Fermi-based [105] architecture features
up to 512 accelerator cores called CUDA cores, as shown in Figure 7. Each CUDA core has a fully pipelined
integer Arithmetic Logic Unit (ALU) and a FPU that executes one integer or floating point instruction per clock
cycle. The CUDA cores are organized in 16 streaming multiprocessors, each with 32 CUDA cores (see Figure
7b). Fermi also includes an L2 cache of 768 KB that is shared and coherent across all 16 multiprocessors in the
GPU. The L2 cache improves communication between the multiprocessors for applications that span more than a
single multiprocessor. The GPU has a 384-bit GDDR5 DRAM memory interface supporting up to a total of 6 GB
of on-board memory. A host interface connects the GPU to the CPU via the PCI Express bus. The GigaThread
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Figure 7: Current Fermi-class GPU hardware. The GPU consisting of up-to 16 Streaming Multiprocessors (also
known as SMs) is shown in (a), and (b) shows a single multiprocessor.

global scheduler distributes thread blocks to multiprocessor thread schedulers, see Figure 7a. It also handles
concurrent kernel execution and out of order thread block execution.
Each multiprocessor has 16 load/store units, allowing source and destination addresses to be calculated for
16 threads per clock cycle. Special Function Units (SFUs) execute intrinsic instructions such as sine, cosine,
square root, and interpolation. Each SFU executes one instruction per thread, per clock. The multiprocessor
schedules threads in groups of 32 parallel threads called warps. Each multiprocessor features two warp schedulers
and two instruction dispatch units, allowing two warps to be issued and executed concurrently. The Fermi dual
warp scheduler selects two warps, and issues one instruction from each warp to a group of 16 CUDA cores, 16
load/store units, or four SFUs. The multiprocessor has 64 KB of on-chip memory that can be configured as 48
KB of shared memory with 16 KB of L1 cache or as 16 KB of shared memory with 48 KB of L1 cache.
2.1.4

Identifying and implementing GPU-friendly algorithms

Programming the GPU contrasts with traditional CPU programming, since the hardware is dramatically different.
It can often be a relatively simple task to get started with GPU programming and obtain speed-ups over existing
CPU codes. However, these first attempts at GPU computing can often be sub-optimal, since they fail to utilize
the hardware in the most efficient manner. Achieving a scalable high-performance code that uses hardware
resources efficiently is a challenging task that can take months or even years to master. For example, if the
performance gain is similar to the FLOPS ratio between the CPU and the GPU, there is a high probability that the
implementation was sub-optimal. In this section, we sketch the general guidelines for implementing an algorithm
on the GPU. The main performance optimization issues will be treated in more detail in the sections that follow.
The first thing to consider in GPU programming is the suitability of the chosen algorithm for GPU implementation. In some cases, the algorithms that are known to be sub-optimal on the CPU turn out to be the best
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choices for GPU implementations. An example is sorting algorithms, where sorting network-based algorithms
like the bitonic mergesort enable fast sorting implementations on the GPU, while a more traditional algorithm like
quicksort is harder to adapt to the GPU, because it requires a dynamic (i.e., non-constant) amount of parallelism.
To measure how well an algorithm matches the execution model of GPUs, there are five main points that need to
be considered. Algorithms that comply with all these guidelines have higher potential for GPU implementations
than algorithms that only fulfill a subset of the recommendations.
Data parallelism The performance of a GPU comes from its ability to execute the same program for a large
number of threads. In image processing, this is trivially achieved when the same operations are performed
for all pixels in an image. Tens of thousands of threads are typically required to fully utilize the computational resources. Recall that the GPU launches threads in groups of 32, called warps, and all threads within
one warp must execute the same instructions for full speed. If threads within a warp perform different
instructions, for example due to an “if” statement, the performance will drop, sometimes dramatically, as
the GPU has to serialize the different paths through the branching statement.
Regular memory access GPUs are designed and tuned for algorithms accessing memory in a regular pattern.
Thus, in order to best utilize the bandwidth of the GPU, the data access pattern should be regular. For
example, the “random” data access pattern of sparse matrix operations can often be expensive, while the
regular access pattern in the convolution example in Figure 8 will give close to peak performance. On the
CPU, on the other hand, this is rarely such a large concern – and many algorithms can be more clearly
expressed by allowing for irregular or random access patterns.
Arithmetic intensity Optimizing algorithms for GPUs often boils down to feeding the GPU with sufficient data
to keep it busy with computations. Desktop GPUs can perform approximately 33 floating point operations
per floating point number transferred to/from main GPU memory, and this is made worse by the fact that
peak transfer speeds on the GPU are hard to obtain. Thus, the highest speedup numbers can be expected
from algorithms that have high arithmetic intensity. Image processing operations operating on single pixels,
e.g., gamma correction, therefore have less potential for GPU acceleration, while operations where pixel
values are reused, e.g., a combination of gamma correction, convolution filters or PDE based methods, etc.,
have a larger potential.
Processor synchronization As with most parallel computer architectures, synchronization of processors can
easily become an important performance bottleneck. It is therefore important that data transfers occur
as seldom as possible. The GPU is very good at launching and managing a large number of threads, and
synchronization within the GPU can be used with little performance penalty. However, synchronization of
the GPU and CPU takes place over a bus with high latency, causing one or both processors to idle during
the synchronization.
Memory transfers The PCI express bus connecting the processors has low bandwidth. For small problem sizes
and computationally inexpensive algorithms, the CPU can perform the entire computation in shorter time
than it takes to perform the data transfers alone. Hence an algorithm that is suitable for the GPU is an
algorithm in which a fairly large amount of data processing is performed on the input data before it needs
to be transferred back to the CPU.
When an algorithm has been chosen and is under implementation, it is still important to keep in mind the
characteristics of the GPU while writing the code. Modern GPU cores are not actually faster than CPU cores
on a per-instruction basis. To fully exploit the capability of a GPU, it must have enough parallel work to fill its
cores. Thus, the main task of the GPU programmer, always to be kept in mind, is to fill the GPU processing
pipeline with instructions. Assuming the algorithm is such that it can be computed in this massively parallel
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manner, and is actually able to fill the pipeline, a GPU implementation is likely to be faster than the CPU version.
As mentioned above, the relatively high computation speed of a GPU means that some increase in instruction
count in the parallel version is acceptable, though the precise point at which this becomes untenable is dependent
on architecture, configuration and several other parameters that are hard to determine in advance. Hence some
degree of experimentation is generally necessary.
In many cases, an easy way of filling the GPU processing pipeline is to maximize the number of threads
used; the hardware scheduler will switch the threads in and out as they stall on memory accesses, often achieving
good performance. By necessity, this only works if there are actually threads that can be swapped in, which
is the reasoning behind maximizing the number of threads. Given an algorithm that is suitable for parallel
implementation, a single GPU thread should be designed in such a way that it isn’t doing very much work (since
we want as many threads as possible), which points to the fact that a GPU-friendly algorithm typically has rather
fine-grained parallelism. In image processing algorithms a typical starting point might be to let every thread take
responsibility for one pixel (or otherwise determined “point” or local area) in an image.
Having taken an algorithm and formulated it in a parallelizable fashion, the next step in implementation is to
minimize memory accesses. As mentioned above, a memory fetch takes as much time as several floating point
operations. Thus many values might be worth computing as opposed to fetching from memory. Furthermore, if a
thread has actions that rely directly on a memory fetch that thread will stall until memory access is completed.
If other threads with outstanding computations exist, the scheduler might switch them in instead. But this can
be hard to guarantee, and so every single thread should try to minimize memory accesses in order to limit this
problem.
Another issue relating to memory is the layout of data. Memory layouts that force random (or random-like)
access patterns are devastating to GPU performance. The highest-performing layout is when groups of 32 threads
access a 4-byte word each, with the 32 words being positioned sequentially in memory. Other access patterns are
somewhere in between, but the general rule of thumb is to try creating a situation as close to the ideal as possible.
This means that, among other things, GPU programmers should emphasize a Structure of Arrays (SOA) type
layout as opposed to an Array of Structures (AOS), as this will usually translate into a substantially better and
more regular access pattern of the kind just described2 .
We will return to the topic of warps and blocks later, but a general rule of thumb to keep in mind is that
threads should perform “as similar as possible” computations. The architecture of a GPU is such that if threads
access subsequent memory locations, performing the same computations on their data, meaning that the only real
difference is in offset depending on thread ID, the GPU will be close to optimally utilized. Sometimes this can
involve restructuring data storage, algorithmic approaches and other more or less major changes.
To summarize, the following are the basic rules of thumb:
• Maximize the number of threads involved – split the task into a multitude of small tasks.
• Identify what is to be parallelized – a fine-grained parallelization is almost always better.
• Minimize number of memory accesses – some might be replaced by computations.
• Favour SOA over AOS – this greatly helps the speed of the necessary memory accesses.
• Make sure the threads execute similar instructions – limit branching.
In the next few sections, we will describe problems and possible solutions to some of these issues in more
technical detail.
2 This might also be the case for algorithms running on other architectures, but on the GPU memory accesses can very easily dominate the
algorithm run time, and so it is particularly important in our context.
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Figure 8: Convolution on the GPU and on the CPU. On the CPU, one typically loops over all output elements,
computing one at a time. For dual-core processing, one can split the image in two, and each core loops over all of
the output elements in its subdomain. The GPU, on the other hand, can compute all elements in parallel, without
any looping. Pink indicates center of the filter kernel, and green is the rest of the kernel (sometimes referred to as
the halo or skirt).

2.1.5

Programming example

The first applications to exploit the GPU were those that could be naturally expressed as data-parallel operations,
for example image convolution and other stencil computations. In this section, we outline the strategies for
mapping the calculation of a separable convolution from the CPU to the GPU. Since this is an instructional
example, we will not demonstrate how to attain peak hardware utilization. Rather, we illustrate the principles and
general ideas required for an algorithm to map well to the GPU.
In this example, we will convolve an image with a 5×5 separable Gauss filter, G. The Gauss filter can be
applied to an image A using
B = GT (GA),

G=

1 
· 1
16

4

6

4


1 .

To implement the first part of this convolution (GA) on a CPU, we typically start with a simple for-loop,
Listing 1: Serial CPU
//Loop over all output pixels from the convolution
for j in [0 ... image_height]
for i in [2 ... image_width-2]
B[j, i] = 1/16*(A[j, i-2] + 4*A[j, i-1] + ... + A[j, i+2]);
end_for
end_for

also illustrated in Figure 8a. However, if we have a multi-core CPU, this is already not utilizing our processing
capability fully, as the algorithm is single-threaded. Thus, to increase performance, we utilize the fact that we can
distribute the computations between multiple cores, as illustrated in Figure 8b. This domain decomposition gives
each processor a distinct subset of the data to work on independently of each other.
In the example above, the CPU utilizes multiple cores through domain decomposition, but still uses a serial
execution pattern within each sub-domain. The GPU, on the other hand, uses data-parallel execution as illustrated
in Figure 8b. This means that we launch one thread per output element, which then is executed independently.
Essentially, we break totally with the familiar serial concept from CPUs, and must fully embrace data-parallel
execution.
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In data-parallel execution, each thread executes the same kernel, but for a different set of data, as shown in
the following example:
Listing 2: GPU Kernel
kernel convolve(A, B) {
i = thread_id_x;
j = thread_id_y;
B[j, i] = 1/16*(A[j, i-2] + 4*A[j, i-1] + ... + A[j, i+2]);
}

A kernel is simply a function that is executed for each thread, in which the thread id is used to fetch the
correct elements for the computation. This execution model gives rise to high levels of parallelism, which the
GPU utilizes to achieve its high performance.

2.2

Advanced GPU Development

In this section we will look at some more advanced topics in GPU programming that are necessary to exploit
for a programmer looking for the best possible performance. This involves going into more detail regarding the
hardware architecture of the GPU.
2.2.1

Guidelines for latency hiding and thread performance

The GPU execution model is based on the concept of launching kernels on a grid consisting of blocks (see
Figure 9). Each block again consists of a set of threads, and threads within the same block can synchronize and
cooperate using fast shared memory. The grid and block dimensions can be one-, two-, and three-dimensional,
and determine the number of threads that will be used. Each thread has a unique identifier within its block, and
each block has a unique global identifier. These are combined to create a unique global identifier per thread. We
already provided a broad overview of threading and memory interactions in Section 2.1.4, but we give a short
recap here, in order to discuss the implications in more detail.
The massively threaded architecture of the GPU is used to hide memory latencies. Even though the GPU has
a vastly superior memory bandwidth compared to the CPUs, it still takes on the order of hundreds of clock cycles
to start the fetch of a single element from main GPU memory. This latency is automatically hidden by the GPU
through rapid switching between threads. Once a thread stalls on a memory fetch, the GPU instantly switches to
the next available thread in a fashion similar to Hyper-Threading on Intel CPUs. This strategy, however, is most
efficient when there are enough available threads to completely hide the memory latency. As there is a maximum
number of concurrent threads a GPU can support, we can calculate how large the percentage of the total number
of threads we are actually using. This number is referred to as the occupancy. As a rule of thumb, it is good to
keep a relatively high occupancy. However, a high occupancy does not necessarily equate to high performance.
Once the point where all memory latencies are hidden is reached, a higher occupancy might actually degrade
performance as it also affects other performance metrics.
Recall that the hardware threads available on Intel CPUs are known as Hyper-Threading. A GPU thread
however, operates quite differently from these CPU threads. One of the first things that it differs from the
traditional CPU programming is that the GPU executes instructions in a 32-way SIMD fashion, in which the
same instruction is simultaneously executed for 32 different data elements, i.e., a warp. This is illustrated in
Figure 10b, in which a branch is taken by only some of the threads within a warp. All threads within a warp
must execute both parts of the branch, which in the utmost consequence slows down the program by a factor 32.
Conversely, this does not affect performance when all threads in a warp take the same branch.
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Figure 9: The CUDA concept of a grid of blocks. Each block consists of a set of threads that can communicate
and cooperate. Each thread uses its block index in combination with its thread index to identify its position in the
global grid.

Figure 10: Bank conflicts and thread divergence. (a) shows conflict free column-wise access of shared memory.
The example shows how padding shared memory to be the number of banks plus one gives conflict free access
by columns. Without padding, all elements in the first column would belong to the same bank, and thus give an
eight-way bank conflict. By padding the width by one, we ensure that the elements belong to different banks.
Please note that the constructed example shows eight banks, whilst current hardware has 32 banks. (b) shows
branching on 32-wide SIMD GPU architectures. The dashed boxes perform the same computations as the filled
boxes. Note the result of their computation is omitted.

One technique that can be used used to avoid expensive branching within a kernel is to sort the elements
according to the branch, thus making sure the threads within each warp all execute their code without branching.
Another way of preventing branching is to perform the branch once on the CPU instead of for each warp on the
GPU. This can be done for example using templates: by replacing the branch variable with a template variable, we
can generate two kernels: one for condition true, and one for condition false, and let the CPU perform the branch
and from this select the correct kernel. The use of templates, however, is not particularly powerful in this example,
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as the overhead of running a simple coherent if-statement in the kernel would be small. In many instances, though,
there are a lot of parameters. There can be a large performance gain from using template kernels. Another prime
example of the benefit of template kernels is the ability to specify different shared memory sizes at compile time,
thus allowing the compiler to issue warnings for out-of-bounds access. Templates can also be used to perform
compile-time loop unrolling, which has a great performance impact. By using a switch-case statement, with a
separate kernel being launched for different for-loop sizes, performance can be greatly improved.
2.2.2

Memory guidelines

CPUs have struggled with the memory wall for a long time. The memory wall, in which transferring data to
the processor is far more expensive than computing on that data, can also be a problem on GPUs. This means
that many algorithms will often be memory bound, making memory optimization important. The first lesson
in memory optimization is to reuse data and keep it in the fastest available memory. For GPUs, there are three
memory areas, listed in decreasing order by speed: registers, shared memory, and global memory.
Registers are the fastest memory units on a GPU, and are available per thread only. Each multiprocessor on
the GPU has a large, but limited, register file which is divided amongst threads residing on that multiprocessor.
This means that when you have a higher number of threads, the register space available to each thread decreases,
which is one of the reasons why a higher occupancy can hurt performance. For data that is needed by only one
thread, registers will offer the highest performance, but registers can also spill to the L1 cache and global memory
if there are not enough registers physically available.
The second fastest memory type is shared memory, and this memory can be just as fast as registers if accessed
properly. Shared memory is a very powerful tool in GPU computing. The main difference between registers and
shared memory is the ability for several threads to share data. Shared memory is accessible to all threads within
one block, thus enabling cooperation. It can be thought of as a kind of programmable cache, or scratchpad, in
which the programmer is responsible for placing the often used data more explicitly. However, as with caches,
its size is limited to up to 64 KB and this can often be a limitation on the number of threads per block. Shared
memory is physically organized into 32 banks that serve one warp with data simultaneously. However, for full
speed, all 32 threads must access a unique bank. Failure to do so leads to more memory requests, one for each
bank conflict. This is illustrated in Figure 10a, where bank conflicts for column-wise access is avoided by padding
the shared memory with an extra element, so that neighbouring elements in the same column belong to different
banks.
The third, and slowest type of memory on the GPU, is the global memory, which is the main memory of
the GPU. Recall that even though it has an impressive bandwidth, it has a high latency, which is preferably
hidden by launching a large number of threads. There are many pitfalls here. First of all, just as with CPUs, the
GPU transfers full cache lines across the bus (called coalesced reads). As a rule of thumb, transferring a single
element consumes the same bandwidth as transferring a full cache line. Thus, to achieve full memory bandwidth,
we should program the kernel such that warps access contiguous regions of memory. Furthermore we want to
transfer full cache lines, which is done by starting at a quad word boundary (the start address of a cache line), and
transferring full quad words (128 bytes) as the smallest unit. Alternatively, for non-cached loads, it is sufficient to
align to word boundaries and transfer words (32 bytes). This address alignment is typically achieved by padding
arrays. To fully occupy the memory bus, the GPU also uses memory parallelism, in which a large number of
outstanding memory requests are used to occupy the bandwidth. This is the reason for both high memory latency,
and high bandwidth utilization.
The Fermi architecture also has hardware L1 and L2 caches that work in a similar fashion as traditional CPU
caches. The L2 cache size is fixed and shared between all multiprocessors on the GPU, while the L1 cache is per
multiprocessor. The L1 cache can be configured to be either 16 KB or 48 KB, at the expense of shared memory.
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The L2 cache, on the other hand, can be turned on or off on at compile-time. The benefit of turning off the L2
cache is that the GPU will be allowed to transfer smaller amounts of data than a full cache line, which will often
improve performance for sparse random access algorithms.
In addition to the L1 and L2 caches, the GPU also has dedicated caches that are related to traditional graphics
functions. The constant memory cache is one example, which in CUDA is typically used for arguments sent to a
GPU kernel. It has its own dedicated cache tailored for broadcast, in which all threads in a block access the same
data. The GPU also has a texture cache that can be used to accelerate reading global memory. However, the L1
cache has a higher bandwidth, so the texture cache is mostly useful if combined with texture functions such as
linear interpolation between elements.
2.2.3

Further guidelines

The CPU and the GPU are different processors that operate asynchronously. This means that we can let the CPU
and the GPU perform different tasks simultaneously, which is a key ingredient of heterogeneous computing: the
efficient use of multiple different computational resources. In the CUDA API, this is exposed as streams. Each
stream is an in-order queue of operations that will be performed by the GPU, including memory transfers and
kernel launches. A typical use-case is that the CPU schedules a memory copy from the CPU to the GPU, a kernel
launch, and a copy of results from the GPU to the CPU. The CPU then continues to perform CPU-side calculations
simultaneously as the GPU processes its operations, and only synchronizes with the GPU when its results are
needed. There is also support for independent streams, which can execute their operations simultaneously as long
as they obey their own stream’s order. Current GPUs support up-to 16 concurrent kernel launches, which means
that we can both have data parallelism, in terms of a computational grid of blocks, and task parallelism, in terms
of different concurrent kernels. GPUs furthermore support overlapping memory copies between the CPU and the
GPU and kernel execution. This means that we can simultaneously copy data from the CPU to the GPU, execute
16 different kernels, and copy data from the GPU back to the CPU if all these operations are scheduled properly
to different streams.
When transferring data between the CPU and the GPU, it is beneficial to use so-called page-locked memory.
This essentially disables the operating system from paging memory, meaning that the memory area is guaranteed
to be continuous and in physical RAM (not swapped out to disk, for example). However, page locked memory
is scarce and rapidly exhausted if used carelessly. A further optimization is to use write-combining allocation,
which disables CPU caching of the memory area for memory that the CPU will only write to. This increases the
bandwidth utilization by up to 40%.
CUDA now also supports a unified address space, in which the physical location of a pointer is automatically
determined. That is, data can be copied from the GPU to the CPU (or the other way round) without specifying the
direction of the copy. While this might not seem like a great benefit at first, it greatly simplifies code needed to
copy data between CPU and GPU memories, and enables advanced memory accesses.
The unified memory space is particularly powerful when combined with mapped memory. A mapped memory
area is a continuous block of memory that is available directly from both the CPU and the GPU simultaneously.
When using mapped memory, data transfers between the CPU and the GPU are executed asynchronously with
kernel execution automatically, thus bypassing the need to correctly schedule these transfers to different streams.
The most recent version of CUDA has also become thread safe, so that one CPU thread can control multiple
CUDA contexts (e.g., one for each physical GPU), and conversely multiple CPU threads can share control of one
CUDA context. The unified memory model together with the new thread safe context handling enables much
faster transfers between multiple GPUs. The CPU thread can simply issue a direct GPU-GPU copy, bypassing a
superfluous copy to CPU memory.
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2.3

State of the art

As noted earlier, there are several approaches for programming general purpose computation on GPUs. In this
report, we narrow the focus to CUDA, and arguments for this has been given earlier. The main reason, apart from
apparent popularity, is multi-platform support (which currently lacks in Direct Compute and C++ AMP), and
availability of good development tools such as profiler and debugger, where Nvidia and CUDA come out on top.
Notably, in our case, a lot of data transfer upstream will occur. In general, CUDA has an edge on data transfer
mostly because OpenCL has much larger overhead [177] on such operations. As a side note, since only Nvidia
hardware is supported by CUDA, comparison of results implemented on different Nvidia models makes more
sense, since in general computational power is reasonably proportional to device parameters such as the number
of cores and memory bandwidth.
This overview of the state of the art is split into four sections, covering the areas related to the task at hand
(i.e., the computational challenges ADS demonstrator) as well as image processing and analysis on GPU hardware
in general. The first section 2.3.1 discusses the current state of video decoding on the device, with a strong
focus on H.264. The next two sections 2.3.2 and 2.3.3 summarize the efforts in object detection and tracking,
respectively. Other algorithms where only a few papers have been published, as well as surveys are discussed in
section 2.3.4. For the the three sections detailing several algorithms, summaries can be found in tables 2,3 and 4.
2.3.1

H.264 Decoding on the GPU

H.264 is a video coding standard which supports spatial and temporal compression of video streams [128]. The
main aim of H.264 is to have high levels of compression rates with a minimum loss of quality: compared to
MPEG-2, H.263, or MPEG-4 Part 2, H.264 offers half or less the bit rate at the same decoding quality. The
standard is published by the International Telecommunications Union (ITU) and the International Standards
Organization (ISO) [64], and is used in Blue-ray disks, online streaming such as Youtube and Vimeo, and HDTV
broadcasts. It is also a predominant technology for streaming video from an IP surveillance camera, which is the
setting in this report. The standard can be viewed as a “family of standards”, called profiles. A specific decoder
decodes at least one, but not necessarily all profiles. This makes working with H.264 problematic, because a
decoder capable of decoding H.264 most likely will not be able to decode all types of H.264 videos. There is a
reference decoder available that decodes H.264 in software [154], but most H.264 decoders are proprietary and
closed source.
There have been efforts at accelerating H.264 decoding using the GPU. However, a major obstacle with
decoding H.264 on the GPU is that the decoding process is serial in many places. As stated earlier in Section
2.1.4, the GPU is well suited for operations that can be carried out on a per pixel level. Because of the H.264
type decoder structure, not all decoding modules are performing per-pixel operations. Figure 11 illustrates the
schematics of the H.264 video codec, where the decoder structure is also part of the encoder, noted within the
dashed box. Amongst the different modules, both motion estimation and motion compensation are computation
intensive, hence these are good candidates for possible acceleration using the GPU. However, in H.264, motion
vectors of the neighboring blocks need to be determined first before determining the encoding rate of the motion
vectors of the current block. Such inherent dependencies make parallelization on the GPU difficult. A significant
research effort has been put into developing academic examples of GPU-accelerated video encoding and decoding
in the recent years, and we direct the interested reader to [29, 33] and the references therein.
Table 1[139] shows whether the operations can be carried out in the block or pixel-wise fashion on the basic
modules. Generally speaking, if the operations in a module are pixel or block based, transferring to the GPU can
provide performance gain. Sequential operations such as variable length decoding clearly can not be offloaded to
the GPU. Although inverse quantization and inverse DCT (discrete cosine transform) can operate block-wise,
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Figure 11: H.264 Encoder and Decoder (embedded) Architecture. Figure taken from Tseng et al. [155]
Table 1: Nature of Operations of Video Decoder Modules. Table taken from Shen et al. [139].
Module
Variable Length Decoding (VLD)
Inverse Quantization (IQ)
Inverse DCT (IDCT)
Motion Compensation (MC)
Color Space Conversion (CSC)

Block-wise

Pixel-wise

×
√
√
√
√

–
√
×
√
√

they require frequent memory traffic between the GPU and CPU, which reduces the potential performance gain.
A typical task partition [139] is then to keep the feedback loop involving motion compensation along with color
space conversion (not shown in Figure 11) on the GPU, while the rest is computed on the CPU. Maximum
efficiency is obtained when the GPU and CPU work effectively in parallel with no unit idling. The load between
the two therefore needs to be balanced. This is generally done by incorporating a frame buffer to accommodate
variations in size of the compressed video bit stream.
As the H.264 standard has seen increasing adoption throughout the home entertainment market, there is
increasing support for hardware accelerated decoding of H.264 video streams. Hardware support simply means
that there is a dedicated piece of hardware that performs the decoding without using the CPU. Modern GPUs
support decoding of H.264 in hardware meaning we can exploit this functionality. There are several ways of
accessing the hardware decoding features of the GPU, including DirectX Video Acceleration [92], VDPAU [108],
and others. However, most of these are focused on the home entertainment market, in which the most advanced
post-processing that will happen is deinterlacing and color transforms.
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In this report, we want to use the video in demanding and complex detection algorithms on the GPU, and
we therefore cannot use the aforementioned ways of decoding H.264 video. However, in 2010 Nvidia released
a library called NVCUVID [106] that matches our requirements. The API uses hardware accelerated H.264
decoding, and delivers the resulting video frames in regular GPU memory for further processing. The API uses
the Nvidia PureVideo HD [110] processor on the GPU to accelerate most parts of the H.264 decoding process,
giving a negligible use of CPU resources. It furthermore operates separately from the GPU processor itself, and
thus only minimally affects GPU performance. There is a sample application called “cudaDecode” that is shipped
with the CUDA SDK [109] that illustrates its use for a simple color conversion filter. As this is the API we use, a
more detailed description of our use of it follows in Section 3.2.
2.3.2

Object Detection and Tracking

A standard approach for object detection is the sliding window classifier using some features calculated from each
window to binary decide occurrence of the wanted object. Priscariu et al. [124] present a real-time implementation
of the Histogram of Oriented Gradients (HOG) classification approach. The entire processing loop is done on
the GPU, a sequence of gradient estimation, histogram counts and classification by a linear Support Vector
Machine (SVM). To perform multiscale detection, the process is iteratively downsampled. The device returns a
set of multiple detections, and finally non-maximal suppression is done on the host. Implementation lends itself
readily to GPU implementation by keeping the histograms small enough to fit in shared memory. The reported
performance is a speedup of up to 67 times for colour images and 95 times for grayscale images, using 64 ms
per frame for images of 640x480. The overall algorithm is illustrated in Figure 12. Wojek et al. [168] present
another implementation of HOG for object detection implemented on the GPU. It is very similar to [124], being
essentially the same algorithm. The authors note usage of the texturing unit for downsampling, and the benefits
that most steps can be expressed as simple dot products. The authors report real-time performance on 320x240
images, and roughly 10 fps for 640x480 images.
There have been several attempts to use GPU in face detection. Oro et al. [112] present a highly optimized
Haar-based face detector that works in real time over high definition videos. The proposed kernel operations
exploit both coarse and fine grain parallelism for performing integral image computations and filter evaluations,
thus being beneficial not only for face detection but also for other computer vision techniques. They achieve a
sustained throughput of 35 fps under 1080p resolutions using a sliding window with step of one pixel. Naruniec
[100] also describes a GPU implementation of a face detection system. The system is based on the Discrete
Gabor Jets face detection algorithm which includes a modified Canny edge detection algorithm, Fourier analysis
and linear discriminant analysis. The GPU implementation is approximately five times faster than the CPU
implementation, running at 2 fps for 640 × 480 images on an Nvidia GeForce GTX 260.
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Table 2: Summary of the algorithms reviewed on object detection and tracking
Ref.
Prisacariu 09 [124]
Wojek 08 [168]
Oro 11 [112]
Naruniec 09 [100]
Ishii 11 [63]
Moro 11 [96]
Machida 11 [83]
Bilgic 10 [12]
Kim 09 [67]
Schreiber 09 [134]
Marzat 09 [86]
Cluff 09 [30]
Wedel 09 [165]
Werlberger 09 [166]
Sundaram 10 [149]
Mulligan 12 [97]
Li 09 [79]
Brown 11 [18]
Murray 12 [99]
Cabido 09[20]
Mitzel 11[93]
Rymut 10[131]

Input Size
640 × 480
640 × 480
1920 × 1080
640 × 480
512 × 512
320 × 240
640 × 480
1280 × 960
800 × 640
352 × 288
640 × 480
N/A
512 × 512
640 × 480
640 × 480
640 × 480
384 × 288
128 × 96 / 1296
particles
N/A / 4096 particles
640 × 480
640 × 480 × 2
128 × 96 / 256
particles

Details
Histogram of oriented gradients (HOG), SVM Classifier
HOG, SVM Classifier
Haar face detection
Gabor jets face detection
Viola-Jones
HOG + stereo vision
HOG + object descriptors, cascade classifiers
HOG + cascade
Feature extraction /SIFT
Background subtraction by sorted list
Lucas-Kanade Optical flow
Frame correspondence
L1-constrained optical flow
Anisotropic optical flow
Large displacement optical flow with HOG feature matching
Corneal reflex gaze tracking
Mean shift tracking
Particle filter tracking

Speed (fps)
15
10
35
2
500
25
23.8
2.5-8
15
436
15
68 Mpix/s
32
0.9
0.56
250
400
62.5

Speedup
67-95
30
2.5
5
N/A
17
30
13
25
5
100
230
26
N/A
78
14
2.5
14

Hardware
285 GTX
8800 Ultra
470 GTX
260 GTX
Tesla C1060
9800 GT
580 GTX
295 GTX
8800 GT
9800 GT
Tesla C870
8800 GTX
285 GTX
280 GTX
480 GTX
285 GTX
8800 GTS
470 GTX

Metropolis resampling for particle filter
Multiscale particle evaluation for particle filters
Tracking by detection and visual odometry
Adaptive appearance models

6
70
10
60

N/A
10
500
40

Tesla S2050
8800 GTS
285M GTX
9800 GT

GPU models are from the Nvidia GeForce series, unless otherwise noted.

Ishii et al. [63] describe an implementation of real-time face tracking that runs at 500 fps for an 8-bit 512x512
colour image on a GPU-based high-speed vision platform. Their algorithm was developed by enhancing the
Viola-Jones face detector, a face detector based on Haar-like features. In the implementation the size and position
of a face pattern in an image can be efficiently extracted at high speed by reducing the number of window searches
for Haar-like features and by combining skin color extraction with Haar classifiers while assuming a property of
high-frame-rate vision, i.e., small interframe image displacement. Several experiments were performed by using
rapidly moving face patterns in order to verify the effectiveness of the proposed face tracking system.
Pedestrian and vehicle detection and tracking are another focus area for image processing on GPU. Moro
et al. [96] present a real time system for cars, pedestrians and bicycle detection and classification. The system
aims at monitoring the traffic flow in urban zones and uses video data acquired with both mono and stereo
cameras. All the algorithms have been developed in a pixel-wise fashion in order to be parallelized on a GPU
device for real-time performance. The system is based on HOG features and Kalman filtering combined with
depth information from stereo cameras. They perform detection and classification at about 25 fps on 320x240
images with an Nvidia GeForce 9800 GT card, which is a speedup of about 17x over the CPU implementation.
Machida and Naito [83] present a fast pedestrian and vehicle detection framework that integrates GPU (graphics
processing unit) and CPU implementations. They employ the HOG and the Feature INteraction Descriptor (FIND)
as object descriptors. FIND describes the high-level properties of an object’s appearance by computing pair-wise
interactions of adjacent region-level features. They also employ the cascade approach in a sliding window manner
with multi-classifiers specialized for both the direction of a pedestrian and the distance of the pedestrian to a
camera installed on a vehicle. Their proposed implementation can perform detection more than 30 times faster
than a conventional implementation running on a CPU. For a 640x480 image, they obtain a processing speed of
23. 8 fps for detection of both pedestrians and vehicles with an Nvidia GeForce 580 GTX card. Bilgic et al. [12]
also investigate a fast pedestrian localization framework that integrates the cascade-of-rejecters approach with
the HOG features on a data parallel architecture. The salient features of humans are captured by HOG blocks of
variable sizes and locations which are chosen by the AdaBoost algorithm from a large set of possible blocks. They
use the integral image representation for histogram computation and a rejection cascade in a sliding windows
manner, both of which can be implemented in a data parallel fashion. They report a speed up by a factor of 13
over a CPU implementation. They attain a processing speed of 2.5 to 8 frames per second for 1280×960 images,
depending on the image scanning density.
Kim et al. [67] present a parallel processing technique for real time feature extraction in object recognition by
autonomous mobile robots. They utilize both CPU and GPU by combining OpenMP, Streaming SIMD Extensions
(SSE) and CUDA. First, the algorithms and codes for feature extraction are optimized and implemented in parallel
processing. After the parallel algorithms are assured to maintain the same level of performance, the process for
extracting key points and obtaining dominant orientation with respect to the key points is parallelized. Following
the extraction is the construction of a parallel descriptor via SSE instructions. Finally, the GPU version of Scale
Invariant Feature Transform (SIFT) is also implemented using CUDA. Their experiments show that the CPU
version of SIFT is almost five times faster than the original SIFT while maintaining robust performance. Further,
the GPU-Parallel descriptor achieves acceleration up to five times higher than the CPU-Parallel descriptor at
a cost of slightly reduced performance. The GPU implementation runs at 15 Frames Per Second (FPS) on an
Nvidia GeForce 8800 GT.
Background subtraction can be used to detect motion in a scene. One approach for background subtraction is
to store a compressed non-parametric representation of each pixel. This bypasses some of the challenges with
traditional Gaussian modelling (exponential decay learning of background pixels), such as fast variations and
pixel variation being non-Gaussian. The method proposed by Schreiber [134] uses a sorted list of observation
counts. When a pixel matches the model, the matching observation count is increased and the others reduced.
The storage is thus a normalized, histogram-like model. The algorithm being fully pixel parallel is readily
implemented on the GPU with background modelling done in separate kernels. On relatively small images
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Figure 12: Algorithm illustration from Prisacariu [124].
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(352x288), the authors report frame rates of 436 FPS including memory transfer.
GPUs have been used to speed up optical flow computations, which in general would be expected to be fairly
parallel. Marzat et al. [86] discuss parallelization of the well-known Lucas-Kanade algorithm for estimation
of optical flow. The basic algorithm is to solve a constraint equation that enforces no intensity change under
motion of pixels. Equation is linearized under assumption of small motion, and thus an integral part of the
algorithm is pyramidal scheme to handle larger motion. In principle, the algorithm can be parallelized by doing
motion estimation for each pixel individually, which is the most important part of the algorithm, as illustrated
in Figure 13. Overall, building pyramids, computing image and temporal derivatives and interpolation in the
pyramidal scheme can be parallelized to a certain extent. The authors note runtimes of 60ms, which relates to
15Hz on 640x480 images, which is a 100x improvement over the authors implementation on CPU.
Accurate and real-time frame-to-frame registration is essentially a subset of the optical flow problem,
which focuses on two consecutive frames in video. Using as many points as possible in both images, a dense
correspondence between frames can be found, presumably reducing the uncertainty in the transform estimated.
Cluff et al. [30] described a parallel hierarchical dense correspondence algorithm that estimates per pixel
correspondence between two images. The correspondence algorithm has two general stages: shifting of individual
pixels in gradient direction for better matching and “straightening” of the proposed warp mesh. The latter aligns
pixel motions with reference to 5×5 neighbours, thereby estimating a grid-aligned shift for the pixels. Iteratively,
this algorithm finds a dense correspondence between the images. The reported runtime of the algorithm is 230
times faster than the unoptimized CPU implementation.
Wedel et al. [165] discusses solution of an optical flow field with global smoothness constraint. The
regularization term is the L1 –norm, i.e., the absolute value, to ensure linear penalty for large deviations from
smoothness. The differential equations are solved iteratively in a pyramidal representation and warping of the
data term between the levels. The implementation in CUDA is a straightforward numerical scheme. The authors
report real-time performance, up to 32Hz for a 512×512 image. This numerical scheme was also discussed in
[166].
Large displacement optical flow, described as a variational method minimizing the energy functional by
discrete point matches, is considered by Sundaram et al. in [149]. The minimization is done by a coarse-to-fine
optimization with fixed point iterations, such as the conjugate gradient methods. The point matching is done by
HOG. Low pixel error for fast motion is claimed, but runtimes are still far from real-time. A 640×480 pair of
frames is reported to take 1.8 seconds.
Mulligan [97] describes a real-time gaze tracking system. The implementation consists of simple thresholding
techniques for segmenting out the pupils and finding the corneal reflex from near infrared illumination. The
current CUDA implementation of the system is capable of processing a 640 by 480 image in less than 4
milliseconds, and achieves an average accuracy close to 0.5 degrees of visual angle.
The relatively simple algorithm of mean shift tracking [42] lends itself readily to parallelization, apart from
the step of calculating huge (16×16×16) colour histograms as an observation model for the object tracked. Li
and Xiao [79] solved the parallelization issues of mean shift tracking by reinterpreting observation model with
K-means clustering, thereby reducing the number of histogram bins. The rest of the algorithm is implemented
with standard approaches on the GPU using parallel sum reduction. The authors report a speedup over CPU
algorithms of roughly 2.5x.
A popular approach for tracking is to frame the problem as a sequential Bayesian state estimation problem.
Such inference is usually done by Monte Carlo simulation, i.e., particle filters, which usually lead to computationally very expensive algorithms. Brown and Capson [18] note that model based tracking using particle filters
is well suited to parallelization, since the weight update step can be mapped to GPU, with a modular setup where
three kernels work in sequence for segmentation, feature extraction and weight calculation. Inherently sequential
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Figure 13: Algorithm flow and GPU kernels for Lucas-Kanade implementation. Figure from Marzat [86].

parts of the algorithm are performed on host, such as state estimation, resampling and propagation. Feature
extraction, mainly edge detection is done elegantly in [18] by clever layout of texture fetches from the original
image, whereas weight calculation is done by parallel reduction. The authors note a speedup of on average 14x
for the entire algorithm, reducing tracking time for a fairly small (128×96) frame to 16ms for 1296 particles. The
algorithm is illustrated in Figure 14.
Murray [99] discusses algorithmic adaptation of Metropolis resampling on the GPU. As noted in other
GPU implementations of particle filters, initialization, propagation and weighting are essentially particle-wise
operations, and therefore highly parallel. Resampling, on the other hand, requires synchronization. The Metropolis
resampler requires only weight ratios and this means threads can operate independently in a single kernel launch.
Murray notes that the algorithmic performance is mainly dependent on the speed of random number generation,
but gives little performance statistics apart from noting that the Metropolis resampler performs better than
competing approaches at very high particle counts.
Cabido et al. [20] note that a hurdle for parallelization of particle filters is the evaluation of particles.
By augmenting the traditional PF pipeline with a multi-scale local search over particles ( i.e., particles being
ROI position and thus the MS search being boxes of different sizes), speed of particle selection, which is a
sequential process, can be improved. The implementation is based on shader code in Cg. The authors note speed
improvements for single and multiple object tracking in video sequences of 320x240 and 640x480 exceeding
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Figure 14: Illustration from Brown [18]: 6-DOF rigid object tracking using particle filter. Marked in light
red is the GPU kernels, note that evaluation of particles and resampling is a very sequential process, and thus
implemented on the CPU

real-time constraints and at least 10x compared to the CPU version.
Tracking of objects by detection is also a very common approach in computer vision. Mitzel et al. [93]
combine a pose estimation and scene segmentation (visual odometry) algorithm with a sliding window object
detector and Kalman-filter based global nearest neighbour track assignment. The scene segmentation reduces
the search space for the object/person detection approach. The detection is done by a sequence of three highly
parallel kernels, gradient estimation, histogram block counting, and a SVM classifier. Finally, tracks are assigned
to objects on the host. The authors report a speedup of up to 500x for the object detection when using geometric
constraints from scene segmentation, reducing the runtime down to 18 ms. The complete system runs at around
10Hz, having the scene segmentation/visual odometry being the slowest operations.
Rymut and Kwolek [131] demonstrate how CUDA-capable GPUs can be effectively used to accelerate a
tracking algorithm based on adaptive appearance models. The appearance model consists of three components;
inter-frame variation, stable structures and a fixed initial template, represented by a mixture of Gaussians. The
object tracking is achieved by the particle swarm optimization algorithm. Experimental results show that the
GPU implementation of the algorithm exhibits a more than 40-fold speedup over the CPU implementation.
2.3.3

Image Segmentation

Image segmentation is a very important problem for many applications. There are several ways of approaching
this, and GPUs have been used to accelerate many of them. As computing image segmentations often reduces to
minimizing some energy function, many of the problems involve optimization techniques.
Image segmentation can be formulated as a graph problem, in which the graph nodes are points in the image,
and minimizing the cut is equivalent to finding a good segmentation into background and foreground. Usually,
some nodes are assumed to be known to be either foreground or background first, and the rest of them are to be
determined. Acceleration of the graph cut has been studied in many papers, some of which are mentioned here.
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Table 3: Summary of the reviewed segmentation algorithms
Ref.
Vineet 08 [161]
Garrett 09 [46]
Lattari 11 [76]
Unger 11 [158]
Roberts 10 [130]
Sharma 11 [138]
Fulkerson 10 [43]
Schreiber 09 [134]
Sui 11 [147]
Abramov 11 [1]
Perrot 11 [121]
Xie 11 [171]

Input Size
1024 × 1024
1920 × 1080
320 × 240
Various
256 × 256 × 256
381 × 381 × 381
1024 × 1024
352 × 288
Various
320 × 256
150 Mpix
2040 × 1536

Details
Graph cuts
Graph cuts
Graph cuts
Graph cuts
Level set
Level set
Quick shift
Background subtraction
Markov Random Field
Colour segmentation, Potts model
Active contours
Neural nets

GPU models are from the Nvidia GeForce series, unless otherwise noted.

Speed (fps)
60
10
41
Various
0.1
0.00001
1
436
Various
30
1.4
0.02

Speedup
15
10
2-5
N/A
14
5
50
5
10
2
7
31

Hardware
8800 GTX
280 GTX
Tesla C1060
480 GTX
280 GTX
Tesla C870
9800 GT
9800 GT
9800 GT
295 GTX
Tesla C2050
Quadro FX 3800

[13] has one of the earlier presentations of the technique of using graph cuts to obtain image segmentations.
An interactive graph-cut-based segmentation scheme is presented in [13]. The scheme can be automated by
automatically labelling some pixels before running the segmentation, for example, by determining that some
colours do not appear in the background. The image segmentation algorithm allows for many isolated parts, both
of object and background. Since finding a minimum cut is equivalent to finding a maximum flow, this means that
finding an efficient maximum flow algorithm is important.
In [161], graph cuts are implemented on the GPU (the paper references their usefulness in a number of fields,
including image segmentation). Using CUDA on a commodity GPU (the Nvidia 8800 GTX) the authors obtain a
graph cut implementation using the push-relabel algorithm that can perform 60 cuts per second on 1024x1024
images and 150 on 640x480 images. The code is made available to the public.
Finding object silhouettes is important in many applications, e.g., 3D reconstruction, tracking and pose
estimation. In [46] a new approach to performing graph cuts on the GPU is presented, and implemented in the
context of object silhouette extraction. The algorithm is tested on an Nvidia 280 GTX, and major speedups over
existing CPU implementations of image segmentation are shown (as much as 10 times faster on full HD video).
The achieved speed is roughly 10 FPS when processing HD video.
In [76], an automatic human skin segmentation scheme scheme is implemented using the GPU to solve graph
cuts built on the algorithm in [161]. The algorithm is based on known CPU approaches, and uses special features
such as the colour tones of human skin. A special energy function based on a database of skin and non-skin
tones is used for weighting the graph edges. The resulting implementation obtains frame rates of about 41 fps for
video sequences at resolution 320x240, but for higher resolution video this does not give real-time performance.
Testing is performed using an Nvidia Tesla C1060 card.
The thrust of [158] is that convergence of graph-cut methods on the GPU can require quite a few iterations,
and a continuous optimization-based technique for improving the performance of graph cuts through the technique
of global relabeling is introduced, showing that image segmentation iterations can be made to converge much
more rapidly. The authors show numerically for a number of cases that using their technique, iteration count can
be cut from several thousands to below 2000.
Level set segmentation is one of several techniques that are based on solving partial differential equations
to find contours that define the boundaries between different image regions. A level set algorithm combining
ideas from the narrow band and sparse field algorithms for computing level set field updates is presented in [130].
The algorithm has two good theoretical properties: linear work-complexity and logarithmic step complexity. It
was implemented on a 2.5 GHz Intel Xeon with 4 GB RAM alongside an Nvidia GTX 280 GPU, using CUDA.
A narrow band algorithm was implemented with OpenGL for comparison purposes. On the test cases, the
proposed algorithm was slightly more accurate than the GPU narrow band algorithm, likely due to differences in
floating point arithmetic in CUDA and OpenGL. Furthermore, there was a vast speed improvement, with the new
algorithm performing in 7 seconds compared to the 102 seconds runtime of the narrow band algorithm, for a head
MRI test case.
In [138] a framework for streaming computations on large volumetric images on the GPU through CUDA
is presented. The authors implemented a higher-order multi-phase level set method for segmenting a threedimensional image using the Mumford-Shah energy functional. The algorithm was tested on an Nvidia Tesla
C870 and was compared to an AMD Opteron 12010 running at 1.8 GHz with a physical memory of 2 GB. Testing
the GPU implementation against the CPU implementation on various images showed a performance gain of
roughly 6 times for two-domain segmentation and 5 times for multi-domain segmentation.
Various other segmentation algorithms have also been implemented on GPUs, mainly iterative optimizations,
such as deformable models.
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In [43], the quick shift algorithm used for image segmentation was implemented on the GPU using an Nvidia
GeForce 8600M GT and an Nvidia GeForce 9800 GT card through CUDA. The GPUs are tested against a Core 2
Duo running at 2.4 GHz. The algorithm shows a speedup of 10 to 50 times, resulting in an algorithm that can run
at 10 Hz on 256x256 images, without any loss of accuracy.
A GPU framework for segmenting volumetric images based on explicit discrete deformable models implemented through CUDA is presented in [134]. The framework is evaluated by examining segmentation results on
hip joint bones from MRI, which is considered a challenging test. The CPU used ran at 3.4 GHz, single-threaded
and had an Nvidia GTX 8800 card. Per time step the GPU outperformed the CPU by a factor of 25-70. With
larger data sets the advantage increases, without loss of accuracy. This resulted in the GPU obtaining update
frequencies of 47-162 Hz for the test cases, meaning that the implemented algorithm is fast enough for interactive
use.
In [147], a Markov Random Field (MRF) approach to Synthetic Aperture Radar (SAR) image segmentation is
implemented through CUDA on the GPU. The GPU used is an Nvidia 9800 GT with 1 GB memory, while the CPU
is an Intel Core 2 Quad-Core running at 2.66 GHz with 2 GB of RAM. The GPU implementation outperformed
the CPU algorithm by a factor stabilizing at 10 for large problems (4096 x 4096 pixels). A multi-core CPU
algorithm was also implemented, achieving a speedup of 7.26 over the original CPU version on large images and
even better results than the GPU implementation for small images, but at much higher hardware costs. The GPU
implementation is however the fastest for images over 2 megapixels.
A novel parallel image segmentation algorithm is presented and implemented on the GPU using CUDA in
[1]. The algorithm uses a method of super paramagnetic clustering, in which finding the segmentation is done
by finding the equilibrium states of a particular energy function, originating in a Potts model. The algorithm is
tested on an Nvidia GeForce GTX 295 with 896 MB memory, and compared to a CPU 2.2GHz AMD Phenom
Quad 9950 with 2 GB RAM, where a graph-based algorithm was implemented. For images of 256x320 pixels the
algorithm achieves a frame rate of 30 Hz, which is real-time performance. On small images, the GPU performs
roughly as well as the CPU. For larger images, the speedup factor is roughly 5.
A region based algorithm, using so-called “snakes”, i.e. active contours, is implemented on the GPU using
CUDA in [121]. It is compared to a CPU version, which is measured on an Intel Xeon E5530-2.4GHz with 12
GB of RAM. GPU timings are obtained using an Nvidia Tesla C2050 with 3 GB of RAM. For a 15 megapixel
image, the authors report a speedup of 8.5 times, which means an execution takes 0.06 seconds. For images of
size 100 megapixel or even 150 megapixel, the resulting speedup is at a factor of 7.
Spiking neural networks are massively parallel emulations of biological neuronal networks, and thus parallelization is generally straightforward. Xie et al. [171] proposed a neural network for image segmentation
applied in parallel to all pixels in the images where 8 features per image pixel are used for as input. The reported
performance gain is roughly 30x compared to a sequential C++ implementation.
2.3.4

Other Algorithms

This section collects miscellaneous topics related to image processing that do not fall under the other headings.
There have been several surveys on use of GPU in medical image processing. Shams et al. [137] look at early,
recent, and state-of-the-art methods for registration of medical images using a range of High-Performance Computing (HPC) architectures including Symmetric MultiProcessing (SMP), Massively MultiProcessing (MMP),
and architectures with Distributed Memory (DM), and Non-Uniform Memory Access (NUMA). Fluck et al.
[40] survey programming models and interfaces and analyse different approaches to programming on the GPU.
They furthermore discuss the inherent advantages and challenges of current hardware architectures, leading to a
description of the details of the important building blocks for successful implementations.
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Table 4: Summary of miscellaneous literature on image processing in CUDA
Ref.
Shams 10 [137]
Fluck 10 [40]
Castaño-Díez 08 [24]
Ladikos 08 [73]
Waizenegger 09 [163]
Knoblauch 09 [69]
Tzevanidis 10 [156]
Wang 10 [164]
Vandal 11 [160]
Tarabalka 09 [151]
Miyazato 09 [94]
Rahman 10 [126]
Cao 10 [22]
Park 10 [117]
Bayazit 09 [8]
Uchida 11 [157]
Kwok 10 [71]

Input Size
Various
N/A
Various
1024 × 768 × 16
640 × 480 × 48
640 × 480 × 16
320 × 240 × 8
512 × 512, kernel
size 8 - 48 pix
3 Mpix
1600 × 1200 × 2
- 50
640 × 480
640 × 480
1024 × 1024
64 × 64
320 × 240
4096 × 4096
538 × 403

Details
Medical image registration
Medical image registration
FFT/ PCA/ matrix algebra
Visual hull
Visual hull
Visual hull
3D reconstruction
Gabor filter
Anisotropic diffusion
Hyperspectral images, anomaly detection
Visual saliency
Visual saliency
Distance transform
Pose estimation
Gesture recognition
Template matching
Image completion

GPU models are from the Nvidia GeForce series, unless otherwise noted.

Speed (fps)
Various
N/A
Various
30
16
25
30
146 - 246

Speedup
Various
N/A
2-75
N/A
5
N/A
N/A
4 - 10

Hardware
Various
N/A
Quadro FX 5600
4 × 8800 GTX
280 GTX
8800 GTX
295 GTX
9800 GTX+

6
3 - 10 × sensor
data rate
13
25
450
3
20
17
0.1 - 0.5

20
20 - 3

470 GTX
8800 Ultra

10
40
2.5
N/A
4
78
10

2 × 8800 GT
285 GTX
280 GTX
280 GTX
9800 GX2
480 GTX
295 GTX

Figure 15: Each column shows one of the input images in the upper row and the reconstruction in the bottom
row. The first column shows the reconstructed device. The second column shows the device in a safe state (green
bounding box), while the third and fourth column contain an object in the working volume (red bounding box).
Image taken from Ladikos [73].
Castaño-Díez et al. [24] evaluated the performance of the GPU on a number of common algorithms used
for three-dimensional image processing in electron microscopy. The implemented algorithms include spatial
transformations, real-space and Fourier operations, principal component analysis, template matching and 3D
image reconstruction algorithms. In their implementation, the direct porting of C code to GPU achieves typical
acceleration values in the order of 10–20 times compared to a state-of-the-art conventional processor. The
acceleration, however, varies depending on the type of the algorithm and the size of the data set. Small data sets
give little speedup due to memory latency times. The tests were performed on an Nvidia QUADRO FX 5600 card.
Visual hulls are used for many applications where real-time 3D scene reconstruction is required, and they
are amenable to parallelization. Two different GPU-based visual hull algorithms are presented in [73], using 16
cameras and 4 PCs, plus an additional PC for visualization. The resolution of the video is 1024 × 768. The tested
GPUs are Nvidia 8800 GTX on PCs with Intel 2.6 GHz Quad-Core, while the master PC has an Intel 3.0 GHz
Dual-Core CPU and an Nvidia 8800 GTS. The algorithm was tested in a collision avoidance scenario, performing
at 30 FPS. Illustrated in Figure 15 is output from a the visual hull algorithm.
An algorithm for computing image based visual hulls is presented in [163], running in real-time on a CUDA
GPU, the Nvidia GeForce GTX 280. The results are compared to [73], in which four PCs are used to compute the
visual hull, and a fifth PC for combining results and visualizing. The algorithm given here shows a speedup of
about five times, enabling the implemented algorithm to run with satisfying accuracy at 25 FPS, using only one
GPU on a set of segmented images from cameras with a resolution of 768×576. Note that such performance also
depends on the scene complexity.
A new approach for volumetric visual hull reconstruction using a voxel grid is introduced in [69]. The
approach includes colour extraction. The algorithm is intrinsically parallel, and is implemented on the GPU using
an Nvidia GeForce 8800 GTX on a machine with a Quad Core 2.66 GHz CPU. The algorithm is tested on four
different data sets, and results are satisfactory. With voxel grid dimensions of 643 the algorithm obtains rates of
around 25 FPS. Without colour extraction, the algorithm runs at over 60 FPS for a voxel grid of the same size.
An approach for producing a textured 3D mesh representation of a scene observed by a multi-camera system
is presented in [156]. It involves foreground segmentation, visual hull computation, marching cubes and texture
mapping steps. Four PC workstations are used, of which one has a GPU. The entire processing pipeline is
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implemented using CUDA on an Nvidia GTX 295. The algorithm performs at 30 FPS with video resolutions
at 320×240, while maintaining a satisfying quality. Both the voxel grid size and the video resolution affect the
performance of the system, and for non-real-time use, it can obtain high quality 3D datasets.
Wang and Shi [164] compared several GPU implementations of Gabor filtering. On the same graphics
card (an Nvidia GeForce 9800 GTX+) and for convolution kernel radii from 8 to 48 pixels, an algorithm that
decomposes Gabor filtering into a number of simpler steps results in an algorithm that is 2.2 to 33 times faster
than direct 2D convolution and 2.8 to 6.6 times faster than an Fast Fourier Transform (FFT) based approach.
The chosen algorithm consists of three steps: modulation by a 2D complex exponential, convolution by a 2D
Gaussian function and demodulation by a 2D complex exponential. The Gaussian filter is decomposed into three
1D filters that run along the horizontal, vertical and one of the diagonal axes. Surprisingly, in comparison with
an optimized algorithm for Gabor filtering running on a PC (Core2 Duo 3.16GHz), it is only 4-10 times faster.
This is because a recursive 1D filter, which is an alternative to convolution that requires far fewer arithmetic
operations, can be efficiently implemented on a pc. However, due to data dependencies, this recursive filter
runs slower than 1D convolution on the GPU except for very large filters. This highlights the importance of
simultaneously considering both arithmetic and memory operations in porting algorithms to GPUs.
Vandal and Savvides [160] focus on preprocessing of images for illumination invariant face recognition. They
develop a parallelized implementation of the anisotropic diffusion algorithm for illuminance estimation proposed
by Gross [51]. The illuminance is estimated by minimizing a Partial Differential Equation (PDE) over the entire
image, based on the idea that human vision responds to changes in local contrast rather than global brightness
levels. The implementation employs Red-Black Gauss-Seidel relaxation, which allows parallel updating of odd
and equal image coordinates in the otherwise iterative numerical solution for the PDE. They are able to achieve a
20X speedup over a multithreaded implementation running on a quadcore CPU. Additionally a comparison to an
open-source implementation of anisotropic diffusion in the Torch3vision library demonstrates a GPU speedup of
greater than 900X. For 3 megapixel images they achieve a frame rate of 6 FPS on an Nvidia GeForce GTX 470
card.
Detecting anomalies in hyperspectral images by building a multivariate normal mixture model to the assumed
background can be viewed as a one class classifier [151]. Hyperspectral images have a large number of wavelength
bands for each pixel, leading to a computationally costly estimation of these mixture models, mainly due to
extremely large covariance matrices. The proposed approach parallelizes three parts of a general mixture model
algorithm, component assignment (pixel parallel), and covariance matrix estimation, as well as evaluating the
final probability (again, pixel parallel). Parallelization of the covariance estimation is done in two ways, either by
chunking the data spatially or spectrally. Implemented for use in a line scanning airborne hyperspectral scanner
performance is reported as being well beyond real-time constraints imposed by data arriving at 0.16 megapixels
per second.
Learning saliency estimation by a Bayesian network can be done dynamically by MCMC-resampling.
Miyazato et al. [94] present a model where human visual attention is estimated using a dynamic Bayesian
network. The network is separated in layers, where a deterministic processing of the input video, i.e. the stimulus
layer, is the lowest. The modelling task is the 3 layers of hidden states that lead to the observation. (Response,
action and intention). Thus the modelling is propagating stimulus features by colour and contrast through the
network. Maximum A Posteriori (MAP) is found by Metropolis resampling in the upper layers of the network.
The computationally costly part of the resampling process and evaluation of probabilities are implemented on the
GPU, where a 10x speedup is reported.
Visual attention is a complex concept that includes many processes to find the region of concentration in a
visual scene. Rahman et al . [126] discuss a spatio-temporal visual saliency model where the visual information
contained in videos is divided into two types: static and dynamic that are processed by two separate pathways.
These pathways produce intermediate saliency maps that are merged together to get salient regions distinct from
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Figure 16: Block diagram for partitioned dynamic pathway. Figure taken from Rahman [126].
what surrounds them. The static pathway is based on Gabor filtering, whereas the dynamic pathway, illustrated in
Figure 16 uses camera motion compensation followed by 2D motion estimation to find local motion with respect
to the background. The GPU implementation of the motion estimation achieves a speedup of up to 40 against
its sequential counterpart. The implementation involves a number of code and memory optimizations to get the
performance gains, resulting in real-time video analysis capability for the visual saliency model.
Cao et al. [22] propose a Parallel Banding Algorithm (PBA) on the GPU to compute the exact Euclidean
Distance Transform (EDT) for a binary image in 2D and higher dimensions. Partitioning the image into small
bands to process and then merging them concurrently, PBA computes the exact EDT with optimal linear total
work, high level of parallelism and a good memory access pattern. Their work is the first attempt to exploit the
GPU in computing the exact EDT, while prior works are only on approximation. Compared to others, the exact
algorithm is still a few times faster in 2D and 3D for most input sizes. They illustrate the use of their algorithm
in applications such as computing the Euclidean skeleton using the integer medial axis transform, performing
morphological operations of 3D volumetric data, and constructing 2D weighted centroidal Voronoi diagrams.
Using an Nvidia GTX 280 card they can compute the medial axis at 300 fps.
Park et al. [117] present a pose estimation method for rigid objects from single range images. Using 3D
models of the objects, many pose hypotheses are compared in a data-parallel version of the downhill simplex
algorithm with an image based error function. The pose hypothesis with the lowest error value yields the pose
estimation (location and orientation), which is refined using Iterative Closest Point (ICP). The algorithm is
designed especially for implementation on the GPU, the algorithm is illustrated in Figure 17. It is robust to
occlusion and cluttered scenes, and scales with the number of different object types. They apply the system to bin
picking, and evaluate it on cluttered scenes. Their system achieves throughput of 3 FPS.
In [8], a real-time system for gesture recognition is presented and implemented with the aid of CUDA on
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Figure 17: Overview of the system. Figure taken from Park [117]
an Nvidia 9800GX2 and a dual-core Intel Xeon 3.2 GHz. To discriminate between gestures, the algorithm first
computes motion features, and then uses face detection, and finally applies a classification scheme. A dataset
of seven gestures was tested, and the algorithm shows real-time performance on low resolution images, with a
negligible drop in accuracy due to the resolution downscaling.
Template matching is implemented on the GPU through CUDA in [157]. The algorithm used is a new one
involving pixel rearrangement to create low resolution images used for the actual matching. The GPU used is an
Nvidia GeForce GTX 480, and to test the traditional implementation an Intel Core i7 at 2.93 GHz is used. The
results show that for an image of size 4096x4096 and a template image of size 256×256, the speedup is about
78x. The total time varies from 34 to 58 ms for matching a single template image.
An image completion algorithm is presented in [71], using exemplar-matching through searching a searchable
data structure along with a gradient-based algorithm to fill unknown pixels. The algorithm is implemented on an
Nvidia GeForce GTX295 working with an Intel Core 2 Quad 2.4GHz CPU. The resulting method is shown to
perform well on a number of test cases, while displaying speedups in the range of 5-45, depending on the image
and completion region.
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Figure 18: Illustration of the Boxer system. Video streams enter, algorithms are executed, and the results are
served to the outside world.

3

Implementation of a real-time detection system using GPUs

The real-time system we have created takes the form of a single SINTEF node, nicknamed “Boxer”. It uses
encoded H.264 video from the Detec master node to perform a number of tasks,i.e. decoding, detection, optical
flow computation and 3D scene reconstruction. For convenience, the system also includes a simple HTTP server
component which supports a small subset of HTTP in order to provide the data the system creates to the other
nodes in the final system.
In this chapter, we will give an overview of the software architecture, followed by the details of the individual
algorithms, and finally hardware recommendations.

3.1

Overview of Software Architecture

As we will see in Section 3.4, Boxer is a multi-GPU system (See Figure 18). At the time of writing, however, all
algorithms are running on a single GPU. This setup is helpful when recreating the 3D scene, which requires all of
the camera frames at once. Very few changes are required to split the work load to multiple GPUs and the system
is already running real-time.
We have previously in this report argued for our choice of CUDA with C++ as development environment for
the GPU. We have therefore used CUDA to create a system that works well both on Linux and Windows. The
reader should note that while we believe CUDA to be the best choice at time of writing, there is no guarantee that
this conclusion is still valid in the future.
In general, video content analysis is data heavy, and one usually wants to detect small changes, or uncommon
and short events. Therefore, most can be gained by streamlining the data pipeline, and focusing on using the
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Figure 19: GPU and CPU memory architecture
GPU for the massively parallel tasks. In brief, the general chain of operation is as follows. The system we design
receives input data in certain format from the cameras over Ethernet, performs data processing, and finally serves
up the processing outcomes for other systems to consume.
Recall that the GPU is a separate processor with its own memory. The PCI-express interface is used to connect
the GPU to the rest of the system. It is a relatively low bandwidth connection as is evident from Figure 19. This
low bandwidth can quickly become a major bottleneck in our system, underscoring the need for efficient handling
of the data streams.
In addition, the overall aim of the system is to achieve a high throughput in real-time. This means the video
frames must be acquired and processed within the allowed intervals. The algorithms we implement therefore,
must be able to finish a frame at a comparable speed to the acquisition of new frames. Some latency is acceptable
and unavoidable, as the input video stream is from IP cameras with H.264 compression.

3.2

Decoding Live Video Data on the GPU

Our software system is designed for maximum throughput,and uses hardware-accelerated decoding of H.264
video data on the GPU itself. Our system uses the NVCUVID API [106], and we outline the implementation in
this section.
3.2.1

Decoder design

For data transfer, most modern digital camera setups use gigabit Ethernet, which has a theoretical peak data rate of
125 MiB/s. Consider a system that consists of 11 cameras which generate 12 bit VGA resolution images at 25fps.
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Figure 20: GPU video processor

Figure 21: Video decoder subsystem structure
Direct transfer of raw image data is possible, but highly inefficient. If we use instead the typical industry standard
Full HD MotionJPEG at 25fps, a typical stream consumes roughly 4MiB/s, which means that the network can
support up to 20 cameras. To take this one step further, using video compression algorithms based on the H.264
Baseline 3.2, a Full HD stream at 25fps can be transferred at a data rate as little as 1MiB/s. In this case the
network is clearly no longer the bottleneck, which is our main motivation for choosing the H.264 standard for
encoding and decoding of video.
Part of the H.264 decoding process is sequential, e.g., the codebook encoding of residuals is unwrapped in
a strictly sequential fashion. One might therefore consider decoding the video on the CPU before transferring
the frames to the GPU. However, the PCIe bus will quickly be saturated. A single Full HD stream with 12 bits
at 25fps will occupy roughly 600MiB/s, assuming that a modern CPU can at all handle decoding of multiple
streams. Fortunately, modern Nvidia graphics cards have a dedicated Video Processor [110] that can take care of
the decoding process. We can then transfer the bit stream directly to the GPU over the PCIe 3.x bus, on which the
full duplex 4GiB/s bandwidth is more than sufficient. This setup means that the decoding performance on the
GPU can potentially be the limiting factor for the entire system.
As depicted in Figure 20 the Video Processor is a separate part of the graphics card. It is specially constructed
to handle the inherently serial parts of the decoding processor, and runs independently of the GPU. Decoding of
the H.264 bit stream on the graphics card in this manner will drain neither CPU nor GPU resources, making this a
clearly superior choice.
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Figure 22: Enqueueing frames in decode order in the frame queue.
3.2.2

Decoder code structure

The code for the decoding subsystem consists of a multi-threaded decoder driver that handles reading the
compressed byte stream from disk or network and feeding it to the hardware decoder. The data flow is illustrated
in figure 21.
The byte stream reader runs in a separate thread, and is only responsible for filling an internal buffer with
data originating from disk or the network. This buffer is used to minimize the effects on the rest of the system
due to variations in network speed or disk data rates. The byte stream parser is the next component in this system.
It is responsible for parsing the incoming data down to the slice level3 It, too, runs in a separate thread, and sends
each uncompressed slice to the decoder. The decoder then decodes the slice, and puts together the slices into
complete image frames [64].
An H.264 data stream may contain a series of frames that are encoded in a different order than they are
displayed. This is one of the strengths of H.264. A frame may for example, use multiple frames as references,
therefore enabling the compression of some intermediate frames into extremely little data. However, this also
means that the order in which we receive decompressed frames from the decoder may be incorrect. To sort these
frames into display order, we use a frame queue. The byte stream parser, which parses the stream down to the
slice level, is also responsible for finding out which slices belong to which frames, and reserving a place in the
frame queue for that particular frame. The decoder then places the decompressed frame in the correct place in
the frame queue when finished. In this manner we are able to use the frame queue to reorder the frames. The
frame queue is a circular buffer, and is able to hold roughly 20 frames at a time. This means that if we do not
dequeue frames from the frame queue, we will fill it up, and the whole decoding subsystem will stall, waiting
for an empty place in the frame queue. (The stalling could be resolved by frame drop, but this will introduce
unwanted artefacts in the processing.) As such, the rest of the system must be fast enough to process the frames
as they come. The queueing process is illustrated in Figure 22.
The decoding subsystem is highly tuned for throughput by using multiple layers of internal buffering to fully
utilize the hardware. This implies that there is a latency on the order of one second from the moment a byte enters
the system until it has been fully decoded. However, the inherent latency in the H.264 video data originating from
the IP camera is on the order of one second [9, 19, 5], making the added latency inconsequential for the purposes
of the Boxer system. For application areas that have strict requirements to low latency, we recommend a similar
setup using analog cameras and video grabber cards [107] or lower-latency compression methods (e.g., JPEG or
motion JPEG).
3A

slice is a spatially distinct region of a frame that is encoded separately from any other region in the same frame[64].
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Figure 23: Dequeueing frames in display order from the frame queue.

3.3

Low-level Computer Vision Algorithms on the GPU

We have described how the data entering the system is transferred to the GPU and then decoded in real-time. The
next step for the decoded frames is to be analyzed by the various low-level algorithms we have implemented.
The algorithms are tuned for performance, with the baseline being that the decoding system already limits the
speed of video processing. The video analysis algorithms thus should not limit the speed further. Since the video
processor doesn’t consume GPU resources, there is an abundance of computing power to apply to every frame.
In the ADABTS project, several algorithms have been targeted for implementation on GPUs. Dense optical
flow has wide applicability in several high level algorithms and is therefore an important algorithm to study. In
scenes where several cameras observe overlapping field of views, volume carving is a way of efficiently obtaining
3D information about the objects moving in the scene. The latter is sensitive to frame synchronization of the
cameras, which necessitates the development of automatic synchronization algorithms. Finally, these low-level
algorithms can be extended and improved by object tracking and template matching. Matching templates of heads
in each 2D view, for example, is nearly complementary information to the detection of motion (used for volume
carving), giving a better estimate of the location of persons in the observed scene.
3.3.1

Foreground detection and low-level image analysis algorithms

Theory The standard approach to video analysis in surveillance settings entails detection of foreground objects
to reduce the computational burden for higher level processing. Once a frame has been fully decoded and is in the
frame queue, we may dequeue it for further processing. When we dequeue a frame, we simply get the pointer to
the memory area on the GPU in which the decoded NV12 data is, and can run processing on this data until we
release it in the frame queue (See Figure 23)
Used as input for the more advanced image analysis on the GPU is motion detection algorithms. The standard
approach for motion detection usually defines the cameras used to be static, and practically all algorithms used
both in literature and commercially are variants of pixel/region-wise statistical modeling of temporal variations.
For a short review see [122]. Challenges identified in most of these papers mainly refer to computational load.
Most implementations focus on adaptions to natural variations in the scene, relying on auxiliary algorithms
or postprocessing to handle more complex issues such as shadows and reflections, as well scenario dependent
artefacts. Higher level algorithms are also routinely used to detect misdetection, and handle scenes where objects
stop for a period of time. In the ADS, proprietary motion detection algorithms from Detec are used. While the
inner workings of these are confidential, it is no secret that these algorithms do temporal statistical analysis of
pixels and/or regions to build a detection chain for detecting foreground objects. Contextual information is also
Page 43/93

included in the processing, giving better robustness against local illumination variations as well as better handling
of low-contrast scenes. Clearly the challenges in general algorithms for motion detection, on the GPU platform
will apply for the algorithms underlying the ADS as well.
Background subtraction implementations on GPU have been discussed in section 2.3. These algorithms do
not stray far from the CPU-based state of the art. For example, the implementation proposed in [134] focuses
on building a compressed pixel history, in effect a non-parametric statisical approach. Other approaches look
to optimize visual saliency estimates, either by parallelizing the underlying motion estimates and filtering
operations, such as the [126], or by parallelizing online novelty detection classifiers and graph-cut based
contextual clustering[28].
GPU Considerations Non parametric approaches, such as [134] note performance gains from memory optimization such as interleaving the input image pixelwise (which is YCbCr stored linearly in planes). Adjustment
of codebook sizes for the background model to fit in cache memory also makes sense. Notably, approximately
8% of the time spent in this algorithm is memory transfer.
The optimizations used when parallelizing underlying motion estimates and filtering[126] is mainly to reduce
global memory accesses by using shared memory. Shared memory is also used to reduce the kernel register count,
since the latter, especially on the motion estimator kernel is the limiting issue with reference to thread count /
device occupancy. Finally the authors take use of texture memory as cache, in order to reduce inherent latency in
the algorithm.
In general, texture based motion detection algorithms need to tune the window size to GPU cache sizes, this
being mainly a software engineering exercise. Also, sequential code speedups such as integral images have little
or no effect on the processing performance.
3.3.2

Optical Flow

Theory Optical flow is the estimation of individual pixel motion, constrained by the assumption that motion
is generally small and pixel intensity (or gradients) stay relatively constant over time. Several algorithms for
optical flow estimation have been suggested, but the general approach is solution of a large equation set for
either dense (close to pixelwise) or sparse (only in feature-rich areas) motion. See for example [148] for a recent
discussion of flow estimation. We have chosen to implement the Farnebäck approach for dense flow estimation.
This algorithm performs a dense flow estimate with reasonably good results. In addition, it has openly available
reference implementations on CPU and GPU in OpenCV [14]. The GPU algorithms in OpenCV were optimized
and adapted for multi-GPU application.
Farnebäck [35] proposed a 3×3 orientation tensor based dense optical flow estimation approach by projecting
the signal (pixel intensity) onto a second degree polynomial, and compute the tensor from this representation. If
an image sequence is considered as a spatiotemporal volume, it is possible to use the orientation information in the
volume for estimation of the motion in the sequence. In particular, the tensor representation of orientation allows
straightforward estimation of motion. The tensor can also be used as constraint on motion for parameterized
motion models. The stack of image frames in an image sequence leads to a straightforward interpretation of the
correspondence between motion in the image sequence and orientations in the volume. For example, when a
moving line leads to a plane in the volume, then from the orientation of the plane, the velocity perpendicular to
the line can be found. This also exemplifies the aperture problem [57] of motion estimation. Any parallel velocity
will be a solution since it does not induce any change in the local signal.
This flow estimation turns out to be relatively precise [35]. However, in practice the very strict assumption
that motion is coherent, i.e.,occurring in low frequency over several frames, is often violated. A simpler and less
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Figure 24: Example of foreground segmentation results using Detec algoriths running on the ADS

accurate approach was suggested in [37], which is based on local polynomial expansion of two consecutive frames
and thus the flow estimation is the displacement between these frames. While not as precise as the orientation
tensor approach, arguably the two frame flow precision is competitive to the state of the art when evaluated
according to [6]. The basic idea of Färneback is to approximate a neighbourhood of each pixel with a polynomial.
For this to be useful, it is assumed that the polynomial coefficients capture sufficient information about the signal.
For the current application, a quadratic approximation is chosen:

f (x) ∼ xT Ax + bT x + c.

(1)

inserting ri as the five quadratic coefficients

c = r1 , b =

r2
r3




,A =

r4
r6
2

r6
2



r5

.

(2)

A new signal f2 displaced by d would then be
f2(x) = f1(x−d)
= (x − d)T A1 (x − d) + bT1 (x − d) + c1
= xT A1 x − 2dT A1 x + dT A1 d + bT1 x − bT1 d + c1
T

= x A2 x +

bT2 x

+ c2 .

(3)
(4)
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Equating the coefficients in the quadratic polynomials and solving for the translation D, assuming A1 is nonsingular, gives
1
d = − A−1
(b2 − b1 ).
2 1

(5)

We note that this observation holds for any signal dimensionality. It assumes that the signal for the entire frame
can be described by a single polynomial, and the only motion is a global translation. By doing a local polynomial
approximation, and assuming a spatially varying displacement, the constraint will be
A(x)d(x) = ∆b(x)

(6)

A1 (x, y) + A2 (x, y)
2
1
∆b(x, y) = − (b2 (x, y) − b1 (x, y)),
2
A(x, y) =

(7)
(8)

which can in principle be solved pointwise by direct inversion. Domain knowledge however, suggests that
in practice a less noisy approach would be to assume that the displacement has a slow spatial variation, and
thus improve the estimates by local averages, trading off noise to edge sharpness. Formally, it minimizes the
expression
X
w(∆x)||A(x + ∆x)d(x) − ∆b(x + ∆x)||2
(9)
∆x∈N

over a neighbourhood N . Detailed description can be found in chapter 7.4 in [36]. The solution can be found by
computing the intermediates AT A, AT ∆b and ∆bT ∆b pointwise, and averaging these over w(·) before solving
for the displacement. Illustrated in figure 25 is the algorithm, where S is the parametrization of the displacement
field, i.e., d = Sp, which reduces the above mentioned expression to a weighted least squares problem:
X
wi ||Ai Si p − ∆bi ||2
(10)
i

with solution
!−1
p=

X
i

wi SiT ATi Ai Si

X

wi SiT ATi ∆bi

(11)

i

Large displacements is found by the standard approach of multi scale analysis iteratively refining displacement
estimates based on coarser pyramid levels.
Parameters In general, most parameters for a flow algorithm tend to stay fixed over a wide range of scenarios.
Typically the input image size constrains the number of necessary pyramid levels. Similar arguments can be given
for other characteristics, such as the average size of objects in the scene, or noise in the camera.
The parameters used in the later performance evaluation are listed in Table 5, these are exposed in the library
implementing the flow estimation, as well as being analog to the ones in the reference implementation.
GPU Considerations Several parts of the Färneback algorithm lend themselves easily to GPU optimization.
For example, polynomial expansion can be efficiently computed in a hierarchical structure of 1D filters, and the
smoothing of variables and results can be implemented approximate and fast, by choosing box filters. Furthermore,
pyramidal structures can be efficiently calculated by standard CUDA coding patterns. One bottleneck of the
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Figure 25: Illustration of the general steps of the Färneback algorithm for two-frame displacement. (Illustration
taken from Färneback [36])

Table 5: Typical parameters for Färneback optical flow
Parameter

Default value

Short explanation

numLevels
pyrScale
winSize
numIters
polyN
polySigma
flags

5
0.5
5
10
5
1.1
OPTFLOW_USE_INITIAL_FLOW

Pyramid height
Scale difference between pyramid levels
Window size for polynomial approximation
Number of iterations in the LSE
Number of polynomial coefficients to calculate
Sigma of the smoothing
Flags controlling internal algorithm choices
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Figure 26: Illustration of the single camera optical flow estimation using Färnebacks method on the ADO 2
dataset

implementation is the memory use - the algorithm has a fair bit of intermediate variables, a matter which needs
to be addressed by focusing strongly on memory reuse, and efficient memory organization- for example in the
pyramidal structure.
Sacrificing precision for speed, our implementation of the algorithm uses single precision float variables.
Also, notably, the algorithm uses the pseudoinverse to solve the set of equations, which in this case leads to quite
a few auxiliary variables in the calculation kernel, which in turn affects the scheduling of threads and device
occupancy.
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Figure 27: Volume carving in a 3D voxel grid.

3.3.3

Volume Carving

Theory When a scene is being observed by several cameras with differing viewpoints an approximation of the
original 3D scene can be recreated. One method for doing this is volume carving.
Volume carving is a well-known technique for reconstructing a 3D scene from a set of 2D images. The basic
idea is illustrated in Figure 27. In general, assume a setup in which several cameras, numbered 1 through n, are
observing the same physical scene, meaning that each camera sees a flat image in 2D space. Let Pj (j = 1, . . . , n)
be the projection transform from world space into the flat camera image. Naturally, only a subset of the world
is actually mapped onto the flat camera image, while the rest of the world is mapped onto the image plane, but
outside the actual image the camera sees. For each camera image assume there exists a segmentation, which here
means an indicator function indicating whether or not any given pixel in the image is a foreground pixel. This
function can be implemented as a 2D array with the same dimensions as the image, in which the value for a given
pixel determines its foreground status. This indicator function could either take continuous values, indicating a
range of confidence, or map to 0, 1. This indicator function is the output of the previous image processing. As the
images are two-dimensional, the information about where in the 3D scene the segmented objects are positioned
has been lost.
Each camera’s field of view covers some portion of the 3D world space. Since the cameras are assumed to
be observing the same scene, there is a convex set of 3D coordinates which is in every camera’s field of view,
disregarding occlusions. The main idea of the volume carving algorithm as implemented is placing a grid of
voxels, i.e. small cubes, in this convex set. For every voxel, which is represented by its central point p, compute
the 2D point Pj (p) for each camera j, and sum the contributions from the indicator functions of each camera.
This means that voxels that may contain foreground objects receive a higher weight, whereas lower weights are
assigned to the voxels that may be occupied by background objects.
After this computation is performed, the voxels in which the summed confidences exceed some given threshold
are voxels with which some object is assumed to intersect, while the others are assumed to be empty space. The
voxel grid now constitutes the reconstructed scene. The volume carving process is illustrated in a top-down view
in Figures 28 - 30, in which we see how the conceptual algorithm works.
One problem with the above described volume carving algorithm is that in most scenes, the majority of voxels
are empty, i.e. below some preset threshold of confidence. Further, for many applications the “internal” voxels in
a given object are unnecessary. As the Boxer system is meant to transmit data over ethernet, we would like to
minimize the amount of useless data transfer. To achieve this, we have created a modified volume carver, which
we shall refer to as a shell carver, that only computes the shells of objects. Our definition of a “shell voxel” is
a voxel which has a confidence above the threshold, but borders a voxel the confidence of which is below the
threshold in any of the three principal directions. This involves keeping a so-called “halo” in shared memory –
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Figure 28: Volume carving from above: The three cameras each see an object (orange), which can be anywhere in
a cone (green) in their field of vision.

Figure 29: Volume carving from above: The cameras only agree that the object may be anywhere in the purple
area, thus giving the estimate for position.

Figure 30: Volume carving from above: The estimate is discretized, and the blue voxel blocks are determined as
having a reasonable probability of being occupied.
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we use an adapted version of the approach in [88]. This requires some more kernel synchronization, but the shell
carver does not appear to be much slower than the volume carver in our tests. For every voxel, a linearized ID is
computed. If the voxel has shell status, this ID is stored in a global memory array. The global memory array is
then compacted, obtaining the set of IDs that correspond to shell voxels. This set is then downloaded to the CPU
and can be transmitted across the network, as desired.
Parameters The only important parameter in the voxel carving algorithm is the threshold for assuming a voxel
intersects an object. We have used 0.7 as a typical configuration. This means that, assuming four observing
cameras, some confidence is required in at least three cameras. If one camera does not see the object at all, the
other three must be “fairly certain” of the presence of an object for this particular voxel. The size of the voxel
grid also matters, and we have used the dimensions 512 × 512 × 64, which seems to be a nice balance between a
fairly detailed carving and good GPU performance.
Algorithm

The algorithm as we have implemented it on the GPU is as follows:

1. Blocks of 16 × 16 threads are launched, filling the ground plane - i. e. for a voxel grid of dimensions
512 × 512 × 64, 322 blocks are launched.
2. In each block, each thread iterates through a single column in the voxel grid, moving upwards in the z
direction. For every voxel:
(a) The 3D position corresponding to the voxel is computed.
(b) A corrective model is used to compensate for radial and tangential distortion in the camera lens,
computing the 2D point in each image plane corresponding to the voxel’s position.
(c) The contributions from the indicator functions in each camera are summed and divided by the number
of cameras.
(d) The resulting confidence is either stored directly in the voxel, or set to either 0 or 1 depending on the
threshold described above.
Here is the algorithm for the shell carver:
1. Blocks of 16 × 16 threads are launched, filling the ground plane - i. e. for a voxel grid of dimensions
512 × 512 × 64, 322 blocks are launched.
2. In each block, each thread iterates through a single column in the voxel grid, moving upwards in the z
direction. For every voxel:
(a) The 3D position corresponding to the voxel is computed.
(b) A corrective model is used to compensate for radial and tangential distortion in the camera lens,
computing the 2D point in each image plane corresponding to the voxel’s position.
(c) The contributions from the indicator functions in each camera are summed and divided by the number
of cameras.
(d) The outermost layer of voxels in the 16 × 16 column do a second processing step – gathering data from
their neighbour voxel, meaning that data on an 18 × 18 column (excluding the corners) is available to
the block.
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(e) Now each thread, for each voxel, investigates whether or not the voxel is above the threshold, while
any of the neighbouring ones are below - if so, the voxel is a shell voxel and its linearized ID is written
to global memory.
3. After this, a second kernel is launched in which a compaction is performed, resulting in a packed array
containing only those voxels whose linearized IDs were written in the first kernel.
GPU Considerations The algorithm as such is very parallel, since each voxel can be processed independently
and in the exact same manner as the other voxels. The reason for letting each thread handle more than one voxel is
that memory transfer is a limiting factor here. A thread for every voxel to reduce latency is therefore unnecessary.
This way the kernel is also easier to read. The processing difference between the shell carver and the normal
volume carver is also reduced.
Another important choice we have made is to map the indicator functions, stored as 2D images, to the texture
buffers on the GPU. The buffer mapping provides automatic interpolation, reducing kernel complexity.
3.3.4

Synchronization

Theory One major problem for running volume carving over time is that the cameras can get out of sync. This
can happen for a number of reasons, e.g., congested networks and lost frames, varying encoding times in the
IP cameras, et cetera. This problem must be addressed, as if the video streams become unsynchronized over a
long period of time, the volume carving collapses. An approach for automatically synchronizing cameras using
so-called epipolar lines is given in [125], and we have implemented this approach with some minor adaptations to
the GPU.
We give a brief recap of the theory behind the approach. We extend it to our multi-camera setting by
synchronizing all cameras against a single camera, referred to as the base camera. An epipolar plane, for our
purposes, is the plane determined by the two camera positions and a third point, which we refer to as the epipolar
focus. An epipolar line is the intersection of an epipolar plane with the image plane for one of the two cameras
determining the plane. Hence there is a one-to-one correspondence between epipolar lines in the two cameras.
Since each line corresponds to a plane in the world, the basic assumption is that a disturbance in a line should be
accompanied by a disturbance in its twin in the other camera4 .
The main idea, then, is to have a given set of epipolar line twin pairs for every camera pair, and compute,
frame-wise, the disturbance in each line, that is, the sum of some deviation from the background. The set of
these deviations in each frame is called the frame signature. By storing the frame signatures for a sequence of
frames, we can see how the frame signature develops in each camera, and try to match the signature sequences
to each other automatically. This will give us a set of possible offsets between the cameras along with their
probabilities, and we choose the most likely frame offset to be the assumed drift between the two cameras. It
should be clear that this will only work if the cameras are relatively synchronized as they are. For robustness
when facing sequences of frames in which little happens, we should try to make sure that the synchronization
algorithm doesn’t take action unless it is fairly certain that a given frame offset is right.
The following formula, given in [125] is used to compute ∆t, the most likely frame offset:
arg
4 Clearly,

max

−c≤∆t≤c

−

P (∆t)e

P

r∈L(t)
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t=t0 −k

(Sr,t −S0r,t+∆t )
2σ 2

2

.

occlusions, distances and degrees of field of view-overlap would make this more complex, but the basic assumption is thus.
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Here c is a parameter denoting how many frame signatures we store (2c in total), L(t) is the set of active lines at
0
time t5 , Sr,t is the line signal along line r at time t and Sr,t
is the same signal in the other camera. σ is some
chosen parameter modifying the likelihood of a nonzero offset, and P (t) is a prior used to similarly tune the
results of the synchronization.
Parameters A lot of tuning is involved in the synchronization algorithms, and bad parameters can easily make
a synchronizer that is worse than none at all. We have had some success with σ = 3 and the prior set to be
uniform. But this is by no means always the best solution. In practice it must be tuned to the characteristics of
a particular setup. There is also a question of whether to use a static prior or an adaptive one, for example by
modifying it with the weights found in the previous iteration to allow the synchronizer to build up confidence
from an initially low-confidence result.
Algorithm We compute the frame signatures on a per-frame basis on the GPU, using a single block. Each
call to the GPU handles one pair of cameras. Ideally, this will allow the GPU scheduler to run other kernels in
parallel. However, the scheduler is not programmatically available, and so this is hard to enforce in practice. The
following is performed by each thread in the thread block, which consists of 512 threads:
1. Each thread computes the number λ = id/511, which means that the threads in total sample the interval
[0, 1] uniformly.
2. For each epipolar plane, the following is done:
(a) The end points a and b of the line segment used are read from global memory (These are points in 3D
space).
(b) Their convex combination λa + (1 − λ)b is computed.
(c) This point is projected into the base camera image plane, adjusting for radial and tangential distortion.
(d) The segmentation value in this point is read from global memory.
(e) The thread block synchronizes.
(f) The sum of the read values is computed and written to global memory.
(g) The past four points are repeated for the other camera.
In short, the algorithm loops through all the line pairs, computing the signal for each and storing it to global
memory. Since the data set is relatively small, the required copying back to the CPU can be very fast. The
computation of the frame offset is therefore performed on the CPU.
GPU Considerations This is not a computationally heavy algorithm on the GPU side. The two main decisions
made in mapping to the GPU architecture is to let every thread handle one point in [0, 1] for the convex
combinations, and letting a single block handle all the computations. As will be seen, the amount of computations
involved in synchronizing is so small that even if this might be sub-optimal from the point of view of the
synchronizer, it does not slow down the system. Thus it is a good choice, allowing for parallel launches on the
CPU side.
5 Filtering

of lines in which the signal is bad or otherwise noisy might reduce the set of active lines.
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3.3.5

Head detection

We have done some preliminary tests with the WaldBoost algorithm for head detection, although integration into
the ADS is not yet finalized.
The classifier system is based on the premise that cameras are mounted on a higher vantage point to detect
person heads or faces. With four cameras it is likely that faces are facing at least one camera, so that the
head/shoulder, or face, shape is visible in at least one.
Theory An algorithm for time-constrained sequential classification is proposed in [143], where a sequential
probability ratio test (SPRT) is applied as a decision cascade of AdaBoost classifiers. This is a formalization of
the “early-reject” approach of Viola and Jones ([162]), and is known as the WaldBoost algorithm.
Algorithm and implementation

The WaldBoost algorithm is based on the AdaBoost algorithm.

The name AdaBoost is a contraction of “Adaptive Boosting”, and is the name of a (meta-) algorithm used
for machine learning formulated by Freund and Schapire [41] in 1995. It is based on many weak classifiers that
are combined into one new stronger classifier. Here, the weak classifiers are a large number of Local Binary
Pattern (LBP) classifiers. Each such classifier is based on the LBP feature vector of a cell in the image, and
this feature vector is the histogram of all so-called local binary patterns for this cell. Since these classifiers are
resolution-dependent, the set of weak classifiers is extended to cover a Level Of Detail (LOD) pyramid of the
image.
For a given frame, the algorithm implementation can be summarized briefly in the following steps:
1. Decode video, grayscale image, upload image to GPU, generate LOD pyramid, etc.
2. Run a few weak classifiers, reducing the number of head candidates by discarding classifiers where
appropriate
3.

(a) For a number of times: Run more weak classifiers left over from the previous step

4. A final reduction step, remaining classifiers are now strong
5. Postprocess results, picking out most significant detection, check for false positives etc.
The running of weak classifiers is divided into batches in order to use the GPU efficiently. Threads running
weak classifiers that are discarded (the “Wald”-part of the WaldBoost algorithm) can thus be reused to process
new weak classifiers.
The training for the detection has not been considered here, but should be based on detection of head-shoulder
geometries, since faces seem not to be available in the ADO2 data. This head detector, or the volume carving, can
interchangeably be used for input for the tracking algorithm.
GPU Considerations In order to avoid problems and costs incurred by switching between CUDA and OpenCL
contexts, we have made a preliminary CUDA-version of the OpenCL implementation of WaldBoost made by
Hruby [60].
To conserve memory on the GPU device, the image pyramid needed is carefully laid out in an efficient pattern,
see [60]. Production of this image pyramid on the GPU is efficient, as the image already resides in the GPU’s
memory.
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Figure 31: Illustration of sequential strategies for binary classification (a) (a) Wald’s SPRT, (b) hierarchical
visual selection scheme, (c) multi-class rejectors, (d) anytime algorithms, (e) cascaded classifier(e.g., Viola-Jones
Adaboost) (Illustration from Sochman [142])

Hruby reports, but does not quantify, that the actual layout of the pyramid image in memory affects the
processing speed. This is not surprising, as the amount of arithmetic per byte read is constant and small in this
application, making its running time memory-bound. With the current generation of Nvidia hardware, CUDA
and OpenCL and their respective levels of available memory and cache control, one may speculate that a CUDA
implementation can be made faster than an OpenCL implementation on the same hardware, at this time.
Since we have not yet fully integrated our CUDA port of the OpenCL implementation of Hruby, we cannot
report any performance numbers, but the figures reported by Hruby [60] are very promising, for instance, the
number of processed video frames per second on a GeForce GTX 285, image size 1280x720, is in the region
50-150 fps. The number of weak classifiers is 1000, and the cell size is 24x24. The video format, and therefore
decoding details, is not specified for this benchmark, but the transfer of images to device memory is included.
The memory transfer may be hidden with concurrent arithmetic on the GPU to some extent, but the decoding
can not when done by the GPU. It is hard to say, but the achievable detection rate for our application should be
equal or better than the reported numbers, since the decoding is already done, and the image is already residing in
GPU device memory.
3.3.6

Object tracking using 3D information

Theory One possible use of 3D information is to track movements of multiple persons in a scene. The tracks
can be useful for a number of high-level algorithms, e.g., understanding individual behaviour. Just like the other
algorithms, execution speed is an important factor. Acceleration through the GPU is a worthwhile endeavour.
In general, approaches to tracking can be classified into deterministic and probabilistic methods. Deterministic
methods typically perform iterative search for a local maximum of a certain similarity measure between a template
of the target and the current image frame. Although easy to implement, deterministic tracking is prone to detecting
unwanted changes and has difficulty handling motion and occlusion. These shortcomings can be effectively dealt
with using probabilistic tracking methods, such as particle filters. One major drawback of these approaches is
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Figure 32: Object tracking by max-flow optimization over discrete object locations.

that proper estimation and prediction of the object motion states can be computationally expensive, while there is
no guarantee of reaching an global optimal solution. Bearing this in mind, we opted for a statistical approach
based on graph theory, as proposed in [10]. There, the authors formulated the multi-object tracking problem as
finding the K-th Shortest Path (KSP) of a graph, with the added assumption that the paths are node-disjoint. The
approach leads to the global optimum and can operate near real-time on the CPU. The KSP solution however, is
not easily transferable to the GPU as it involves cycle computations. To circumvent this problem, we formulate
the original graph-based tracking as a min-cost max-flow problem6 , which is well studied in the literature. It is
also known that the push-relabel algorithm (See for instance [48]) for solving min-cost max-flow is well suited
to a hardware architecture like that of the GPU. Among others, [161] showed that for regular graphs, max-flow
flow problems arising in computer vision can be solved efficiently on the GPU, and we are extending the cited
approach.
The basic idea is illustrated in Figure 32. As that described in [10], we want to make a directed graph in which
the nodes correspond to floor positions, at one time instant ti . These position nodes are evenly distributed on the
2D square making up the ground floor of the scene. Sink and source nodes are also present, representing people
entering or leaving the scene. Each node has the same set of out-edges, excepting nodes on the border of the
scene. A node may also be connected to the source or sink. We consider the case of maximum 8 edges (excluding
the source and sink) per node, which lead to the 8 closest surrounding nodes, with one in each cardinal and one in
each diagonal direction. Since a person can not be at two different nodes at the same time, the edges are always
indicating change, or its absence, from time ti to ti+1 . The weight or cost of the edges are calculated using from
the Probabilistic Occupancy Map (POM), which is the posterior probability of the presence of an object [39].
Given an observational model, e.g., from volume carving, probabilities for a person occupying a particular node
may be computed. The resulting POM is determined over several frames and can be used to estimate movement
likelihoods.
While the whole push-relabel algorithm with cost scaling can be rather complex, we opt for a simple greedy
graph-based algorithm as our starting point in order to see how it performs on our set of problems.
Parameters This algorithm is rather sensitive to the number of nodes. Since each node consumes computational
resources, we wish to have no more than we need. On the other hand, if the nodes aren’t placed finely enough,
there may be false negatives, i.e., missing locations where a person is in fact present. Ideally, there should not be
two people occupying the same node. A second tuning parameter is how many frames to compute the paths for,
as this will affect both accuracy and speed.
6 This is done by showing that finding the K shortest node-disjoint paths in a directed graph in this case is the same as finding minimum
cost at given flows on the graph. The proof is trivial, and therefore omitted.
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Figure 33: Plane view of the volume carving voxels at two different time instances. Voxels in light yellow are
from the earlier time. Different coloured circles indicates how the same group of voxels have moved in time.
Note the bottom left only turned around and bottom right remained static.

The algorithm is also very dependent on the edge weights, and how they are computed from the occupancy
model, as well as how the occupancy model itself is set up. Incorporating additional appearance models can for
example improve robustness against switched identities when tracked persons cross each others’ paths.
Algorithm

A conceptual illustration of the tracker is given in Figures 33-34.

One relatively easy way of calculating a POM is directly taking the output of the volume carving algorithm,
and projecting the occupied voxels onto the ground plane. This approach facilitates occlusion-robust multi-camera
tracking that is similar to the ideas presented in [39]. The resulting POM is then used to set the edge weights.
Since volume carving results are already stored on the GPU, the POM and the edge weights are also calculated
and stored on the GPU. A CUDA kernel is then launched to compute the most likely track people take as they
move from one time instant to another. Better tracking results can be obtained by buffering the POM over several
frames. An alternative to the push-and-relabel solution is to perform a simple heuristic greedy algorithm which
requires no buffering. The greedy algorithm assigns the track to the node along the edge with the least cost.
GPU Considerations There are many important decisions to make in terms of the hardware, but the most
important one is perhaps the choice of a cost-scaling push-relabel algorithm. Many min-cost max-flow algorithms
that are popular on the CPU have undesirable GPU behaviour (typically cycle structures are involved) and
searches for these are difficult to parallelize. The push-relabel type algorithms have received less attention, but
the locality of their algorithmic steps makes them reasonable candidates for GPU implementations.
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Figure 34: The same voxels shown in 3D view.

There are also many decisions made involving memory storage on the GPU. The graph needs to be stored in a
manner that allows for coalescent memory reads, the weights similarly, and supporting structures must also be
coherently accessible. Prior results indicate that as graph algorithms can be memory-heavy these decisions have a
considerable impact.

3.4

Hardware and Software recommendations

Considering the task of building an image processing accelerator for a surveillance video application, a bottleneck
analysis will shed some light on the optimal hardware choices for the task. Note that the goal is to build a high
performance low cost compute application, which precludes most components that are not mid-range or Off The
Shelf (OTS) low cost items.
3.4.1

Network bottleneck

The Gigabit Ethernet has a theoretical maximum throughput of 125 MByte/s. However, even high end hardware
on the Gigabit Ethernet is unlikely to reach a throughput much higher than 80MByte/s [169], due to overhead in
data packets, packet loss and collisions. Higher performance can be obtained by using more specialized network
hardware, i.e., Infiniband, at significantly added cost. Current OTS hardware would have a PCI-E 2.0, which
would saturate the PCI bus on Infiniband at approximately 5GT/s (GigaTransfer per second), whereas PCI-E 3.0
would handle 8GT/s [118]. Gigabit Ethernet is the most likely transport solution, since the rest of the hardware
in the setup would be Gigabit. No OTS IP-cameras support faster data rates beyond Gigabit, also high bandwidth
transport hardware (routers etc) would be too expensive for a commercial surveillance setups with reference to.
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With a Gigabit setup, transfer of raw image data would be possible, but inefficient. Peak performance
would be approximately 11 cameras @ 25FPS, 12 bit VGA resolution. Typical (low industry standard) Full
HD (1920x1080) MotionJPEG @25fps 4MByte/s, would mean that 20 cameras will saturates network. Most
IP-cameras come with hardware encoding of H.264, and for a Full HD camera, a suitable tradeoff between
camera latency and image quality would be to encode a H.264 stream at Full HD (1920x1080) @25FPS using
approximately 1MB/s. A conservative estimate of peak network throughput would then be 50 cameras at Full
HD (1920x1080).
3.4.2

Decode bottleneck

Given that one Gigabit network pipeline will handle a fair amount of cameras, it is likely that decoding of the data
will be a narrower bottleneck. A typical off the shelf GPU, such as the Nvidia GTX 680 will handle on average a
decoding of 400 megapixels/s7 using the onboard dedicated hardware, this would correspond to roughly 200 FPS
@ Full HD (1920x1080). At the time of writing, OTS surveillance cameras usually encode at 10-15 FPS at Full
HD, which means that each GPU can at least handle 6 to 8 cameras at Full HD, saturating the decoding chip.
3.4.3

Bus / motherboard data pipeline / memory bottleneck

If one uses Nvidia GTX 580, each GPU is provided with 1536 MByte ram. This will hold decoded video frames,
templates and intermediate results
Each GPU will handle 6 cameras at Full HD, which decoded corresponds to 233MByte/s Data transfer to
GPU memory needs to handle 6MByte/s for the cameras, PCI-Express bus is 4GiB/s in each direction.
3.4.4

Computing bottleneck analysis

For GTX 580, available per GPU is 1581.1 Gflops, and 16 cores per GPU – ideally 16 concurrent streams of
processing. The physical SINTEF master node, the “Boxer”, has the following specs.
• 1 x Supermicro Workstation SYS-7046GT-TRF
– Room for 4 double wide GPUs (PCIe x16)
– 2 PCIe x4 (x16 slot), 1 PCIe x4 (x8 slot) available for single width cards
∗ E.g., infiniband
– Dual gigabit ethernet on motherboard
• 2 x Intel Xeon Quad-Core CPU - E5620 2.40GHz 12MB cache
• 6 x 4GB DDR3 1333MHz ECC/Reg RAM Modules (total system memory 24GB)
• 2 x Seagate Constellation ES - 500GB, ST3500514NS
• 4 x GAINWARD GEFORCE GTX 580
The main reason behind the hardware choices is that this particular system has 4 actual PCIe x16 ports. Many
systems today have 2 PCIe x16. But if both are used at the same time, they can function as PCIe x8. Since we
7 The speed of decoding H.264 varies with the encoder parameters, and our figure is representative for videos originating from cameras
used in the ADABTS project.

Page 59/93

Figure 35: A Supermicro workstation with four GPUs.

Figure 36: The overall system architecture
need the best memory transfer available, we have chosen this particular setup. The server runs the software
developed by SINTEF in WP6. As can be seen, the GPU investment is for four gaming-type GPUs, meaning that
they are relatively cheap compared to the more expensive enterprise options in the market. The whole set-up costs
approximately 5000 e. See the diagram (Figure 36) below for details on how the various hardware components
are connected.

3.5

Utilizing Multiple GPUs

Figure 36 shows a relatively complex computer setup with four GPUs, and the efficient utilization of these is
often non-trivial [91]. It often requires a thorough knowledge of computer latencies and memory bandwidths. A
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Decoding

Processing

Voxel carving

Figure 37: A hypothetical pipelined multi-GPU design, in which one GPU is designated for one task in the
processing pipeline.
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Figure 38: The Boxer system with four GPUs and sixteen cameras. Each GPU handles decoding, processing, and
voxel carving on a subset of four cameras.
typical latency hierarchy from lowest to highest would look something like this
1. Core cache on device, cpu cache on host
2. Near RAM
3. Far RAM / processor interconnect
4. PCI-E Device RAM
This hierarchy of bandwidths and latencies can make it relatively expensive to split computation between two
GPUs. Consider the following example. GPU 0 performs decoding, and then transfers the decoded frame to GPU
1 for further processing, which again transfers its results to GPU 3 which performs voxel carving. This pipelining
might seem like a pretty good idea at first glance, as each GPU performs a subset of the tasks. However, this
approach has large drawbacks, the first and foremost being that it does not scale well: the overall throughput of
the system will inevitably be limited by the slowest stage in the pipeline. A second major drawback is that there
is a significant amount of data transfer between the GPUs over the PCI express bus, which quickly also becomes
a bottleneck as the number of cameras increases.
An alternative to this pipelined architecture is to use a wide parallel approach, shown in figure 38. For the
target of the Boxer system, there is no need for communication between different GPUs, as each GPU can handle
a subset of the video streams independently of all other videos. By separating the processing into independent
units of computation we avoid many of the difficulties with using multiple GPUs.
In a multi-GPU setup as shown in figure 38, we can carefully create a CUDA context for each GPU separately,
to enable simultaneous processing using all GPUs simultaneously. A CUDA context is simply stated a state for
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the GPU, a kind of hidden set of settings and structures that are used by the CUDA runtime. For example when
copying data from the CPU to the GPU using the function cudaMemCpy(. . . ), there is a CUDA context involved.
The CUDA context determines which GPU we are copying to and other relevant settings. The CUDA context is
something that most often is handled transparently when using GPUs, but when using multiple GPUs, we must
manually manage them. In Boxer, we create one CUDA context that is associated with each GPU, and add a
group of videos to each context. To avoid waiting for GPU 0 to complete before continuing with processing on
the other GPUs, we have one CPU thread per context. This makes processing on each GPU independent of the
other GPUs, which is a highly scalable design. It is also possible to create multiple CUDA contexts on a single
GPU, but this has a high performance penalty and should generally be avoided.
The scalable design of our approach has one major benefit. Simply by adding another GPU, it will be possible
to handle more cameras simultaneously. Boxer currently runs on four GPUs, but servers with up-to eight GPUs
are available today8 .

8 One example of an 8-way GPU server is the NVIDIA Tesla C2070 8-GPU Intel Server or the Tyan B7015 server which both are capable
of holding 8 GPUs.
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Figure 39: Foreground segmentation results with foreground highlighted in red.

4

Results

We have benchmarked the Boxer system in several ways and present the results in this section. When measuring
the performance of the system the two main objectives are accuracy and performance. Accuracy is often difficult
to measure, as the ground truth is either based on synthetic datasets or has to be created through a tedious manual
annotation process. Performance can be measured in many ways, ranging from micro-benchmarks of a particular
algorithm to full system throughput tests. We have elected to give results in terms of both GPU utilization and
actual performance of the whole system. We start by giving an assessment of the quality of our results, and
continue with an analysis of the performance of Boxer.

4.1

Qualitative analysis

The most basic operation that Boxer performs is to decode H.264 video streams using the NVCUVID API. The
decoded video frame is from then on available in GPU memory in the NV12 format9 . The next operation Boxer
performs is to run segmentation algorithms to identify areas in the image representing the foreground. Figure 39
shows the result of this foreground segmentation on the four cameras in the ADO2 dataset. The figure shows that
the shiny surface of the floor gives false foreground segmentation for reflections, but that the segmentation used
in general captures the foreground objects well.
9 NV12 is a FOURCC video format with an eight bit Y plane followed by an interleaved U/V plane with 2x2 subsampling, in total 10 bits
per pixel.
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(a) Situation prior to automatic synchronization. Note that the man in the blue jacket is
not even visible in some cameras.

(b) Situation after automatic synchronization. Now the people in the scene are in almost
exactly the same positions in all cameras

Figure 40: Four video streams before (top) and after (bottom) the synchronizer has been executed.
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Figure 41: 3D projection of a box using intrinsic and extrinsic camera parameters.

The voxel carver in Boxer requires that the incoming video images are relatively synchronized, that is, they
are taken at the same point in time. If the video streams drift too far apart in time, the voxel carver will be unable
to correlate foreground in the different cameras into 3D volumes. Because the IP cameras can be out of sync
from the start, and drift as time goes, we therefore need to keep them in sync using an automatic synchronizer.
Figure 40 shows how the synchronizer is able to automatically synchronize four cameras to within two frames of
ground truth.
Another highly important task for a voxel carver is to have the exact 3D representation of its view of the scene.
This is typically given through intrinsic (i.e., the projection of the camera and lens distortions) and extrinsic (i.e.,
camera position and view direction) parameters. Figure 41 shows the video stream for four cameras in the scene,
with an overlay of a 3D cube. Notice that the cube is overlaid the video stream at the correct place in all four
cameras. It should be noted that the quality of the intrinsic and extrinsic parameters are highly important. Even
the slightest error in these parameters can give large errors in the projection, especially towards the edge of the
camera view.
Figure 42 shows the results of running volume carving on the ADO 2 dataset. The volume carving algorithm
gives as output a probability that there is foreground at each voxel in the voxel grid. If a blob with high probability
of being foreground is detected in this voxel space, it is most likely the 3D representation of a foreground object.
We also compute the probability that there is a foreground object at the a given location in the ground plane by
summing along the height dimension. The top figure shows both of these results: the red blobs are detected
foreground objects (persons) in the scene, and the 2D image at the ground plane shows the probability that there
is a foreground object at the different locations. Notice that the red blobs seem to cast shadows in multiple
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(a) 3D projection of the voxel carver output, with five people visible as red
“blobs”.

(b) Intersection of a plane with the carved volume.

Figure 42: Voxel carving results showing the segmented volume of persons (top), and an overlay of the volume
onto the video stream (bottom).

directions. These “shadows” result from the projection of the foreground segmentation for each camera into the
3D volume, and a 3D blob representing a foreground object will only form in places where the foreground from
multiple cameras overlap.
The voxel carving and resulting foreground probability map of the ground plane can be used for tracking
objects in the scene, as shown in Figure 43. Our current tracker in Boxer is relatively naïve, but shows a proof of
concept that one can track persons in 3D in real-time.
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Figure 43: Illustration of the tracker in a simple situation. Both men are circled on the ground floor with a colored
ring.
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Figure 44: Screenshot of Parallel Nsight analysis.

4.2

Nvidia Parallel Nsight analysis

An important objective in the design of Boxer has been to fully utilize the potential of the GPU. To assess the
GPU performance of Boxer, we have run it through the Nvidia Parallel NSight profiler, as shown in Figure 44.
As shown, the optical flow is computationally demanding, but excepting that, the full system runs faster than
real-time. The system is working fairly tightly, illustrated by the profiler results of processing a single frame. The
line that says “Compute” on the left shows the time in which the GPU is busy, and we see that the idle time, in
which the computer is launching instructions and the video processor is decoding frames, is dwarfed by the actual
computing time. Whilst there is still room for improvement, this indicates that the GPU is utilized efficiently in
Boxer.
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4.3

Performance analysis

The Boxer system is designed for real-time performance with multiple cameras, and we have benchmarked several
aspects of its performance. Most benchmarks presented in this section have been run on Boxer itself. However,
to benchmark some aspects of its performance, we have also run the code on two other machines. The three
benchmark setups are then as follows:
Boxer The first system is Boxer itself, which has two Intel Xeon Quad-Core E5620 CPUs running at 2.40GHz,
24 gigabytes of main memory, and four Nvidia GeForce GTX 580 GPUs. The system runs Ubuntu Linux
12.04 and has CUDA 4.2 with CUDA driver version 295.41.
Workstation The second system is a standard workstation with one Intel Core i7-2600K CPU running at 3.4 GHz, 8
gigabytes of main memory, and one GPU. The GPU in this system is either an Nvidia GeForce 9800GX2
(which holds two GPUs on one card), an Nvidia GeForce GTX 285, an Nvidia Geforce GTX 480, an Nvidia
GeForce GTX 580, or an Nvidia GeForce GTX 680. The system runs Windows 7 Enterprise and has CUDA
4.2 with CUDA driver version 310.70.
Laptop The third system is a standard Dell Alienware M11x with an Intel Core i7-2617M CPU running at 1.5
GHz, 8 gigabytes of main memory, and an Nvidia Geforce GTX 540M GPU. The system runs Windows 7
Enterprise and has CUDA 4.1 with CUDA driver version 306.23.
In order to benchmark the performance of Boxer, we have used H.264 files from the ADO2 recording as
the input data source. Boxer also accepts using IP cameras as input, but using files has the benefit that we can
simulate an arbitrary number of IP cameras. As the H.264 data is the data collected at the recording, it contains
all of the characteristics of data coming from a live IP camera. The H.264 encoded video stream has a resolution
of 1280 × 960, and is encoded using the Baseline level 3.2 profile:
Format
Format/Info
Format profile
Format settings, CABAC
Format settings, ReFrames
Format settings, GOP
Width
Height
Display aspect ratio
Color space
Chroma subsampling
Bit depth
Scan type

:
:
:
:
:
:
:
:
:
:
:
:
:

AVC
Advanced Video Codec
Baseline@L3.2
No
1 frame
M=1, N=20
1 280 pixels
960 pixels
4:3
YUV
4:2:0
8 bits
Progressive

For all tests, all processing has been enabled unless otherwise stated, and all timings are wall clock times
of representative performance on the described systems. All benchmarks have been run for over one minute,
yielding a high number of frames as input to the derived average frame times. In addition, we show the standard
deviation of the frame times in most plots.
Figure 45 shows the ability of Boxer to decode multiple video streams simultaneously, which is important
when we want to handle many cameras. The screenshot shows decoding of 36 videos in real-time without any
processing. However, it should be noted that the input data source in this case is a low resolution video. For
high-resolution cameras the system may exhaust the internal memory used by the hardware decoder on the GPU.
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Figure 45: Decoding of many video streams in real-time.

Figure 46 shows the result of running Boxer with detection algorithms and voxel carving on a single GPU. As
discussed earlier, the optical flow is relatively expensive to compute, and should therefore only be enabled when
needed. This scalability graph shows how many videos we can expect to be able to support for a representative
processing load. For current IP cameras, which offer between 15 and 25 frames per second, we should be able to
handle three to five cameras with all processing, and six to eight cameras per GPU if optical flow is disabled.
Figure 47 shows a plot of the time it takes to fully process one frame in the full voxel carver with four
cameras, and in each camera. It is evident from the plots that waiting for a frame to be completed by the decoder
is inexpensive. This is because the decoding process runs on a separate processor on the graphics card (the
video processor), which does not affect the performance of the GPU processing. We also see that computing the
flow is an expensive operation, which takes on the order of 20 milliseconds, whilst computing the foreground
segmentation takes on the order of 15 milliseconds. We also see that there is a significant difference between the
processing time of consecutive frames, but that the average appears to be quite constant. We also see that the
voxel carving is a rather expensive operation.
The question of latency is important in many operations, and Figure 48 shows the latency of the Boxer system
on a logarithmic axis. The latency is the time difference from when the first binary data representing a frame
enters the system until all processing on that data has been completed. The figure clearly shows that processing
time is negligible compared to the latency of the hardware decoder. Nevertheless, the decoder latency is on the
order of one second, which is sufficient for the purposes of Boxer.
Boxer can be configured to use a varying size for the voxel grid, which is important: if the voxels are too
large, we will miss important features; if they are too small, we perform superfluous computations. The size of
the voxels should therefore be set so that they are representative for the feature we are looking for: when looking
for humans, 1-5 centimeter resolution might be sufficiently accurate, assuming the foreground segmentation is
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Performance versus number of cameras
200
180
160

Frames per second

140

120
100
80

60
40
20

0
1

2

3

4

5

6

7

8

Number of cameras

(a) Performance of Boxer when varying the number of cameras. All processing, except for optical
flow, is enabled and the benchmark runs a 256 × 256 × 64 grid for voxel carving.
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(b) Performance of Boxer when varying the number of cameras. All processing is enabled and the
benchmark runs a 256 × 256 × 64 grid for voxel carving.

Figure 46: Scalability of boxer with respect to number of cameras per GPU.
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Frame number versus frame time
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(a) Break down of voxel carver times for a 384 × 384 × 64 voxel grid.
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(b) Break down of detector times for a 384 × 384 × 64 voxel grid.

Figure 47: Plot of frame times for the whole voxel carver (top) and each detector (bottom).
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Frame number versus frame latency
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(a) Break down of frame latency for a detector.
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(b) Break down of frame latency for a detector (zoom to frames 1-250).

Figure 48: Latency of the Boxer system. The latency of the system is defined as the time difference since the
binary data entered Boxer until all processing on the resulting frame has been completed. Due to the use of large
internal buffers for higher resource utilization and frame throughput, this latency is much higher than the times
reported in Figure 47. Please note the logarithmic axis.
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Performance versus voxel grid size
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Figure 49: Performance of Boxer when varying the size of the voxel grid. All processing, except for optical flow,
is run for four cameras.

accurate enough at the given distance10 . Figure 49 shows the performance of Boxer when we vary the number
of voxels in the grid for a scene with four cameras. The graph is quite interesting, as for sizes 32 × 32 × 64 up
to 128 × 128 × 64, there is no performance impact. This indicates that the GPU is not fully utilized at these
voxel grid dimensions. However, when we go to larger grids, we see that the performance gradually drops. Using
a grid size of 384 × 384 × 64 to cover an area of 10 × 10 × 2 meters would then yield voxels sized roughly
2.6 × 2.6 × 3.1 cm at over 30 frames per second.
We can also see the effect on each of the decoders as we vary the size of the voxel grid, shown in Figure 50.
The figure shows that optical flow affects the performance noticeably, whilst there appears to be no difference
coming from varying the voxel grid size.
The Boxer system is designed to handle a large number of cameras by employing multi-GPU processing. The
system consists of four GPUs, which can give a high performance if we are fully able to utilize the processing
power. Figure 51 shows the effect of using multiple GPUs. For one GPU, we have four cameras with voxel
carving and all processing except optical flow. For two GPUs, we have eight cameras, and so on. The figure
clearly shows that the performance scales linearly with the number of GPUs, so that four GPUs offer four times
the performance of one GPU.
The final benchmark we have performed is one comparing GPUs. In this benchmark, we run the tests on
the workstation and on the laptop. The different GPUs are summarized in Table 6, and the performance results
are shown in Figure 52. The results show that a five year old GPU (9800GX2) performs about the same as a
modern laptop GPU (540M). However, note that the 9800GX2 has highly variable frame times, whilst the 540M
10 One pixel in the foreground segmentation represents a pyramid when projected into 3D, and the further away from the camera you are,
the larger the extent of the pyramid becomes.
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(a) Time spent in the detector for four cameras without optical flow.

Runtime distribution with optical flow
0,004
0,0035
0,003

Seconds

0,0025
Optical flow
0,002

Segmentation
Frame wait

0,0015

0,001
0,0005
0
32

64

128

256

384

512

768

1024

Voxel grid size: n x n x 64

(b) Time spent in the detector for four cameras.

Figure 50: Time spent in the decoding and foreground segmentation with and without optical flow.
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Performance versus number of GPUs
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Figure 51: Performance of Boxer when varying the number of GPUs used in processing. Each GPU runs 4
cameras with all processing, except for optical flow, and uses a 256 × 256 × 64 grid for voxel carving on each
GPU.

Table 6: List of features for the different GPUs used in benchmarking. Please note that the 540M is a laptop GPU.
GPU name
GeForce 9800GX2
GeForce GTX 285
GeForce GTX 480
GeForce GTX 580
GeForce GTX 540M
GeForce GTX 680

Processor speed
1.5 GHz
1.476 GHz
1.4 GHz
1.566 GHz
1.344 GHz
1.0585 GHz

Memory
512 MB
1 GB
1.5 GB
3 GB
2 GB
2 GB

Release year
2008
2009
2010
2010
2011
2012

was quite reliable. If we then take a look at the 285, 480, and 580, we see an increase in speed with each new
hardware generation. However, quite surprisingly, the new GTX 680 offers lower performance than the previous
two generations in our benchmark. Our only explanation for this is that the 680 has a new architecture (called
Kepler), with a substantially lower clock rate (1 GHz for the 680 versus 1.5 GHz for the 580).
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Performance versus GPU generation
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Figure 52: Performance of Boxer when varying the GPU. All processing, except for optical flow, is run for four
cameras and the benchmark runs a 512 × 512 × 64 grid for voxel carving.
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4.4

Results Summary

We have presented benchmark results in this section that show that the Boxer system works as anticipated and
gives the expected qualitative results. We have also shown that the system utilizes the GPU well, and presented
detailed performance benchmarks. The benchmarks indicate that a setup with multiple GeForce GTX 580 GPUs
will offer the highest performance for video processing today, even though this is not the most recent generation
GPU. Our benchmarks show that the Boxer system can process up-to 16 cameras each running at 20 frames per
second when using four GPUs, and up-to 32 cameras when disabling optical flow.
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5

Summary

Developing algorithms for GPU-based implementations consists of several phases. The first phase involves
validating different algorithms for their potential for GPU implementation. Most of this stage can be performed
without knowing all the technical details of GPU architectures. Later, a GPU adapted version of the algorithm
must be developed, taking into account information of how to achieve high performance on GPUs. Finally, the
algorithm can be implemented and optimized on a GPU. In this document we have provided the overall guidelines
for what one should look for when validating algorithms as well as insight into GPU architecture and guidelines
for algorithm design.
The overall purpose of the work presented in this report has been to identify and alleviate processing
bottlenecks in the ADABTS project through the use of off-the-shelf graphics cards intended for gaming, so called
GPUs. These GPUs can offer high performance at a very low cost when used for suitable parallel algorithms.
GPU computing is a relatively young discipline, and programming the GPU can still be a formidable challenge.
Large gains can be obtained if the GPU is utilized properly, but many important optimizations make it look more
like a black art than an attainable engineering skill. Even so, a few general recommendations can be given as
guidance in algorithm development for the GPU. This report includes some such recommendations.
The GPU is well suited for many image processing and computer vision algorithms, and this report gives a
survey of the state of the art. Whilst few papers share implementation details, we can still make some conclusions
that appear to be general: The main challenges with the use of GPUs in image processing and analysis appears to
be memory management and data transfer. Usually, the processing power is much higher than the available data
for analysis. Most filtering and similar processes can be solved by established GPU patterns, or approximated
by simpler already optimized implementations. Secondary challenges reported in the literature are concerned
with the complexities related to parallelizing more or less inherently sequential algorithms. Further challenges
related to the use of contextual information, i.e., neighbor comparisons in many image processing and analysis
algorithms, are mentioned. Parallelization will usually take a large performance hit from contextual comparative
operations (depending on the size of the neighborhood), and more global operations such as normalizations or
reweighting.
Specification of the ADS (WP4) and discussions and experiences in algorithm development (WP5) highlighted
several bottlenecks for video processing in the ADABTS project, the major being volume carving and optical
flow analysis. Thus, these two approaches drove some of the implementation work in WP6. Volume carving is
dependent on well-functioning motion detection algorithms, and one of the underlying bottlenecks for motion
detection is — as also seen in competing approaches — data transfer to the GPU. Thus some of the work in the
introduction was related to so called infrastructure algorithms.
The implementation work for the ADS highlighted some challenges, as well as reinforcing the experiences
from work discussed in the literature. Specifically, the demands imposed by the planned ADS system quickly
showed that one of the major bottlenecks in a practical system would be data transfer. The development hardware
system could be shown to handle transfer and decoding of data from around 8 cameras in full HD if video frame
rate was of the essence, meaning that the decoding speed constitutes a bottleneck, resulting in some analysis
algorithms being starved for data.
A concern that was raised during the work was frame latency, again related to data transfer. In real systems,
off-the-shelf IP cameras are used, which encode the video using H.264, the industry standard. This leads to a
variable latency in the camera itself of around half a second. H.264 data from the IP cameras are streamed to GPU
memory, where they are decoded by specialized hardware. The nature of H.264 requires that the GPU uses an
internal decode queue, for which the dedicated decode hardware is optimized. Hence, a variable and unspecified
latency is added to the processing pipeline on the order of one second, depending on load.
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The algorithms chosen for acceleration were suitable for adapting to the massively parallel architecture of the
GPU, and no major hurdles were met in the implementation work. In fact, some of the algorithms, for example
volume carving, can be written in ways that map naturally to the GPU. Furthermore, the intrinsic parallelism of a
system with many IP cameras maps naturally to the use of multiple GPUs, whereby each GPU handles a distinct
subset of all cameras. Our work shows perfect weak scaling, in which doubling the number of GPUs doubles the
number of cameras the system can handle. The system as a whole has very high performance, supporting up-to
32 cameras in real-time.
In summary, work with WP6 has highlighted three important challenges that should be considered when
working with image processing and analysis algorithms on GPUs:
• Most image processing and analysis algorithms will usually run slower than optimal simply because data
transfer is a major hurdle. This is especially important when analyzing video streams. In order to manage
streaming of data on a practical system without saturating the network, compression is fundamental, and
thus the bottleneck will be in decompression/decoding.
• Both in literature and in this work, latency is identified as an issue. While computing power is abundant
related to data availability and the algorithms implemented, inevitable buffering (especially in frame
decoding) leads to rapidly growing delays. As seen in our system, latencies can reach one second or more.
• Algorithmically, many image processing and analysis tasks tend to perform (usually necessary) normalizations or non-local weightings or comparisons. While some of these can be solved by standard GPU
patterns, other algorithms will quickly outgrow the size of the on chip (registers and shared) memory on
the GPU forcing the kernels to access the much slower global memory.
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List of acronyms
GPU Graphics Processing Unit
GPGPU General-Purpose computing on Graphics Processing Units
CPU Central Processing Unit
KSP K-th Shortest Path
CUDA Compute Unified Device Architecture
FLOPS FLoating-point Operations Per Second
GUI Graphical User Interface
ADS ADABTS Demonstration System
HMI Human Machine Interface
POM Probabilistic Occupancy Map
HTTP Hypertext Transfer (or Transport) Protocol
IP Internet Protocol
CAD Computer Aided Design
IO Input / Output
ALU Arithmetic Logic Unit
FPU Floating Point Unit
SSE Streaming SIMD Extensions
SIMD Single Instruction, Multiple Data
DRAM Dynamic Random Access Memory
GDDR5 Graphics Double Data Rate, version 5
L2 Level-2
SFU Special Function Unit
SOA Structure of Arrays
AOS Array of Structures
HOG Histogram of Oriented Gradients
SVM Support Vector Machine
FIND Feature INteraction Descriptor
SIFT Scale Invariant Feature Transform
DOF Degrees Of Freedom
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HD High Definition
MRI Magnetic Resonance Imaging
MRF Markov Random Field
SAR Synthetic Aperture Radar
HPC High-Performance Computing
SMP Symmetric MultiProcessing
MMP Massively MultiProcessing
DM Distributed Memory
NUMA Non-Uniform Memory Access
FFT Fast Fourier Transform
PDE Partial Differential Equation
MCMC Markov Chain Monte Carlo
MAP Maximum A Posteriori
PBA Parallel Banding Algorithm
EDT Euclidean Distance Transform
ICP Iterative Closest Point
OTS Off The Shelf
LBP Local Binary Pattern
LOD Level Of Detail
FPS Frames Per Second
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