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• Established 1950 by the Norwegian Institute of Technology. 

• The largest independent research organisation in Scandinavia. 

• A non-profit organisation.  

• Motto: “Technology for a better society”. 

• Key Figures* 

• 2123 Employees from 67 different countries. 

• 2755 million NOK in turnover  

(about 340 million EUR /  440 million USD). 

• 7216 projects for 2200 customers. 

• Offices in Norway, USA, Brazil, Macedonia,  

United Arab Emirates, and Denmark. 

About SINTEF 

* Data from SINTEF’s 2009 annual report [Map CC-BY-SA 3.0 based on work by Hayden120 and NuclearVacuum, Wikipedia] 
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What is Exascale? 

Graphic: http://edition.cnn.com/2012/03/29/tech/super-computer-exa-flop/ 
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• More accurate weather forecasts. 

• Extreme weather we can predict today, was impossible to foresee as little as 

ten years ago. 

 

• Simulation of a human  brain. 

• Is estimated to run on the order of one Exaflop. 

 

• More accurate CFD simulations. 

• Design of supersonic aircraft, missiles, and space shuttles. 

 

• New unforeseen simulation strategies and application areas enabled by 

Exascale. 

Why do we need Exascale? 
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• Overview of hardware considerations for Exascale 

 

• Reaching for Exascale:  

Strategies for writing simulators for modern architectures 

 

• Equelle: writing fool-proof code 

 

• Summary 

Outline 
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Hardware Considerations for Exascale 

 
 - A history lesson with an outlook to the near future 
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Development of the Microprocessor 

1942: Digital Electric Computer 
  (Atanasoff and Berry) 

1971: Microprocessor 
  (Hoff, Faggin, Mazor) 

1947: Transistor  
  (Shockley, Bardeen, and Brattain) 

1956 

1958: Integrated Circuit  
  (Kilby) 

2000 

1971- More transistors 
 (Moore, 1965) 
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Development of the Microprocessor (Moore's law) 

1971: 4004,  
2300 trans, 740 KHz 

1982: 80286,  
134 thousand trans, 8 MHz 

1993: Pentium P5,  
1.18 mill. trans, 66 MHz 

2000: Pentium 4,  
42 mill. trans, 1.5 GHz 

2010: Nehalem 
2.3 bill. trans, 2.66 GHz 
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The end of frequency scaling (2004) 

1999-2011: 

25%  increase in  

parallelism 

1971-2004: 

29% increase in  

frequency 

2004-2011: 

Frequency  

constant 

A serial program uses <2%  

of available resources! 

Parallelism technologies: 

• Multi-core (8x) 

• Hyper threading (2x) 

• AVX/SSE/MMX/etc (8x) 

The power density of microprocessors  

is proportional to the clock frequency cubed: 

[1] Asanovik et al., A View From Berkeley, 2006 
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Increasing performance for a given power budget 

85% 

100% 

100% 

100% 

170% 

100% 

Dual-core

Single-core
Performance

Power

Frequency

• By lowering the frequency, the power consumption drops 

dramatically 

• By using multiple cores, we can get higher performance with the 

same power budget! 
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The end of traditional single-node scaling? 



Technology for a better society 12 

• 50-100 megawatt 

• 1-100 million processors 

• 6-60 processors per chip, wide vector instructions 

• Heterogeneous memory access and complex communication 

Three (current) processor routes to Exascale 

Multi-core CPUs 

x86, SPARC, Power 7 

Accelerators 

GPUs, (Cell BE), Xeon Phi 

Embedded CPUs 

Blue Gene, (Atom, Tegra) 



Technology for a better society 13 

• Downloading 1 MB over the internet consumes "the energy of one charcoal 

briquette" [1] 

 

 

 

• US datacenters use around 2% of total energy consumption: 

Data movement a huge contributor 

 

 

• Efficient data movement will be paramount to achieving Exascale 

Data movement 

[1] Jay Walker, 2008, http://player.vimeo.com/video/22399003 



Technology for a better society 14 

 

Slide from Horst Simon, Why we need Exascale, and why we won't get there by 2020 
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Strategies for Exascale 

 
 - Notes on Algorithm Development 
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Slide from Daivd Keyes, Scientific Discovery through 

Advanced Computing, Geilo Winter School, 2008 
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• Expensive data movement favors computationally intensive 

algorithms. 

 

• Massively parallel hardware favors embarrassingly parallel and 

data-parallel algorithms over task-parallel and serial algorithms. 

 

• Heterogeneous architectures favor a combination of task- and 

data-parallel operations. 

 

Hardware dictates algorithm performance 
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• Amdahl's law: The serial portion of your code will 

quickly become the bottleneck 

• Example: 5% of code is serial: maximum speedup 

is 20 times! 

 

• Gustafson's law: If the serial portion of your code  is 

dominant: solve a bigger problem! 

• Example: Make that 5% negligible! 

 

• Remember: What counts is the time spent per result: 

• A smart but "inefficient" algorithm is typically 

much better than an efficient but naïve 

algorithm. 

Achieving performant algorithms 
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• Partial differential equations are used to describe a multitude of physical phenomena 

• Tsunamis, sound waves, heat propagation, pressure waves, … 

 

• The heat equation is a prototypical PDE 

 

 

 

 

• u is the temperature, kappa is the diffusion  

coefficient, t is time, and x is space. 

 

• Describes diffusive heat transport in a medium 

Algorithm example: Solving the heat equation on a GPU 
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• We can discretize this PDE by replacing the continuous derivatives with discrete 

approximations 

 

 

 

 

• The discrete approximations use a set of grid points in space and time 

 

 

 

 

 

 

 

• The choice of discrete derivatives and grid points gives rise to different discretizations 

with different properties 

Discretizing the heat equation 
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• From the discretized PDE, we can create a numerical scheme by reordering the terms 

 

 

 

 

 

 

 

 

• This gives us one equation per grid point which we must solve 

 

Implicit scheme for the heat equation 
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• We organize all the equations we have into a matrix equation Ax=b 

• We gather the coefficients in A 

• We gather the unknowns (𝑢𝑛) in the vector x 

• We gather the known state (𝑢𝑛−1)in the vector b 

 

 

 

 

 

 

 

 

 

 

• Finally solve Ax=b using standard tools on your platform  

(choose the right preconditioner and solver and you're good to go) 

Implicit scheme for the heat equation 
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The Heat Equation with an implicit scheme 

• Such implicit schemes are often sought after: 

– They allow for large time steps, 

– They can be solved using standard tools 

– Allow complex geometries 

– They can be very accurate 

– … 

 

• However: 

– Implicit schemes are expensive in terms of computational time per 
timestep 

– For many time-varying phenomena, we are also interested in the 
temporal dynamics of the problem: large timesteps will not be used 



Technology for a better society 24 

Algorithmic and numerical performance 

• Total performance is the product of 

algorithmic and numerical performance 

• Your mileage may vary: algorithmic 

performance is highly problem dependent 

 

• Sparse linear algebra solvers have low 

numerical performance 

• Only able to utilize a fraction of the 

capabilities of processors, and often worse 

in parallel 

 

• Explicit schemes with compact stencils can 

give near-peak numerical performance 

• May give the overall highest performance 
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Algorithmic performance 

Red-

Black 

Krylov 

Multigrid 

PLU 

Tridiag 

QR 

Explicit 

stencils 
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Explicit scheme for the heat equation 

• Simply* alter the temporal derivative slightly to change an implict scheme 

to an explicit scheme: 

 

 

 

 

 

 

 

 

 

• Only one unknown per cell! 

*Note: Heat equation is parabolic, but we'll ignore that fact for this exercise. 
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Explicit scheme for the heat equation 

• Explicit schemes typically end up in 
compact stencils 

 

• Each cell at the next time step can be 
computed as a weighted sum of 
neighboring cells at the current time 
step. 

 

• Embarrassingly parallel:  

– Each interior cell is independent 

– Each block is independent 

Grid 

Apron 

Interior 

Stencil 

Block 
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Explicit heat equation demo 
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More complex example: The Shallow Water Equations 

• A hyperbolic partial differential equation 

• First described by de Saint-Venant (1797-1886) 

• Conservation of mass and momentum 

• Gravity waves in 2D free surface 

 

• Gravity-induced fluid motion 

• Governing flow is horizontal 

 

• Not only used to describe physics of water: 

• Simplification of atmospheric flow 

• Avalanches 

• Representative for a range of similar problems: 
gas dynamics, solar activity, etc. 

Water image from http://freephoto.com / Ian Britton 

http://freephoto.com/
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Vector of 

Conserved 

variables 

Flux Functions 
Bed slope 

source term 

Bed friction 

source term 

The Shallow Water Equations 



Technology for a better society 30 

The Shallow Water Equations 

• A Hyperbolic partial differential equation 

• Enables explicit schemes 

• Solutions form discontinuities / shocks 

• Require high accuracy in smooth parts  
without oscillations near discontinuities 

• Solutions include dry areas 

• Negative water depths ruin simulations 

• Often high requirements to accuracy 

• Order of spatial/temporal discretization 

• Floating point rounding errors 

• Can be difficult to capture "lake at rest" 
A standing wave or shock 
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Shallow water equations demo 

 

http://www.youtube.com/watch?v=FbZBR-FjRwY  

http://www.youtube.com/watch?v=FbZBR-FjRwY
http://www.youtube.com/watch?v=FbZBR-FjRwY
http://www.youtube.com/watch?v=FbZBR-FjRwY


Technology for a better society 32 

"Early exit" dry cells 

• Observation: Many dry areas  

do not require computation 

– Use a small buffer to store wet blocks 

– Exit early if nearest neighbors are dry 

 

 

 

 

• Up-to 6x speedup (mileage may vary) 

– Blocks read the extra buffer 

– One wet cell marks the whole block as wet 
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Skip dry cells 

• Dry blocks should not need to even 

check that they are dry! 

• Sort the domain into "wet" and "dry" 

cells. Simulate only "wet" cells. 

• Requires extra book-keeping. 

 

Sparse Compute: 

 Do not compute on dry parts of domain 

2x improvement over early exit (mileage may vary)! 
 

Sparse Memory: 

 Do not save any data in the dry parts of the domain 

Huge improvement on memory use 

Ph.D. work of Martin L. Sætra 

Comparison using an average of 26% wet cells 



Technology for a better society 34 

• Finite volume schemes are perfectly suited for multi-

GPU and multi-node simulations. 

• Each processor is given an independent subdomain 

• Linear speed-up expected with respect to number of 

nodes. 

 

Multi-GPU simulations 

Collaboration with Martin L. Sætra 
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High-order schemes 

• High-order schemes can achieve the same accuracy using fewer cells. 

 

• High-order schemes have high computational complexity (many operations per 

byte read/written). 

 

• Very well suited for memory-bound 

architectures. 

 

• Increases performance by a factor 

2-8 for a given error tolerance! 

 

High-Order Schemes for the Shallow Water Equations on GPUs, Espen Graff Berglie, 2013 
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Adaptive mesh refinement 

• It is often most interesting to have high  
resolution in only certain areas 

 

• Adaptive local refinement performs refinement  
only where it is needed! 

• This saves both memory and computations 

 

• Simple idea: 

• Have a coarse simulator that covers  
the  whole domain 

• For each area of interest, create a new  
simulator with higher resolution 

• Use multiple refinement levels 
where needed 

 

• 2-4 times speed improvement 
for complex cases. 

Collaboration with Martin L. Sætra, Knut-Andreas Lie, 2014 
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• Performance of a simulation depends on both the 

hardware, and the physical simulation case. 

 

• Run-time auto-tuning of parameters: 

• Block size 

• Alternative implementations:  

memory bound versus compute bound 

• Numerical order of scheme 

• Dynamic domain decomposition and load balancing 

• Use of CPU and GPU 

 

• Results to appear! 

Run-time auto-tuning 

Master thesis work of André B. Aamundsen, Gard Skevik, Gorm Skevik 



Technology for a better society 38 

Mixed order schemes 

• The small size of Dt is often a 

problem for the simulation speed 

 

• Use a mixed order scheme: 

• Use low order for problematic parts 

of domain 

• Use higher order everywhere else 

1st order 

scheme 

2nd order 

scheme 

Mixed order 

scheme 
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Using single precision operations 

• Three different test cases 

• Low water depth (wet-wet) 

• High water depth (wet-wet) 

• Synthetic terrain with dam break (wet-dry) 

 

• Conclusions: 

• Loss in conservation  

on the order of machine epsilon 

• Errors related to the wet-dry front is more  

than an order of magnitude larger  

(model error) 

• Single precision is sufficiently accurate 

for this scheme 

 

• 2-8 times speedup, halves memory use! 
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Performance improvements 

• Combined algorithmic improvements quickly give huge benefits 

 

• We could hypothetically combine all optimizations: 

• Early exit: 6x 

• Sparse compute: 2x 

• Multi-GPU: 4x 

• High-order schemes: 2-8x 

• AMR: 2-4x 

• Mixed order schemes: 2-10x 

• Single precision: 2-8x 

• If combined: 768-122 880x theoretical improvement over base! 
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Equelle: Writing fool-proof code 

 

 -Creating a DSL to write simulators 

Slides inspired by Atgeirr Flø Rasmussen, Simulators that 

write themselves, Dune user group meeting, 2013. 
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Simulation is hard 

• Writing a simulator and running a 

simulation is notoriously difficult! 

 

• Deep knowledge is required in multiple 

fields: Mathematics, Physics, Chemistry, 

Biology, Informatics, … 

 

• Most simulator writing teams consist of 

one person: typically a single Ph.D. 

student. 

 

• Most people are proficient in at most one 

and a half of the required levels. 

Application  

(Equations, Physics) 

Numerics  

(Discretization, Gridding) 

Implementation  

(C++, Parallelization) 
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Using domain specific languages 
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Fool proof code using Equelle 

• SINTEF has designed Equelle, http://www.equelle.org/ 

– Other similar languages: Liszt, Halide. 

 

• Domain specific language 

– Will never support "everything" 

– Designed for safely writing finite-volume codes on (complex) grids 

– Currently takes Equelle programs as input, and generates C++ code 

 

• Still early prototype 

http://www.equelle.org/
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Benefits of Equelle 

• Designed to prevent typical errors when writing simulators 

– All "off-by-one" and indexing errors: grid access is not handled explicitly. 

– Adding incompatible values: e.g., a face-value and a cell-value. 

– Easy to generate serial, OpenMP, CUDA*, or MPI codes from a single input. 

– Each project participant can work on the part he/she is most familiar! 

*Master thesis work of Håvard Heitlo Holm, 2014 
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Current results 

• Prototype up and running:  
Check it out yourself on http://equelle.org/ (open source!) 

 

• The compiler found bugs in an existing simulator we had written.  
The code had been manually checked, and it required an effort to 
see that the compiler was right 

 

• No optimization of abstract syntax tree performed yet: 
some performance loss is to be expected 

 

• CUDA backend in progress for higher performance 

http://equelle.org/
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Summary 
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• Hardware is constantly changing, and dictates algorithm development: 

• Current outlook points towards highly parallel and heterogeneous computers 

with complex memory organizations 

 

• Exascale will only be reached through developments in hardware and 

software/algorithms: 

• It is only through algorithm development that we will be able to utilize an 

Exascale machine. 

 

• Writing simulators is notoriously difficult: 

• Using domain specific languages to check your steps may prove to be a huge 

help. 

Summary 
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Thank you for your attention 

Contact: 

André R. Brodtkorb 

Email: Andre.Brodtkorb@sintef.no  

Homepage: http://babrodtk.at.ifi.uio.no/  

 

 

 

Youtube: http://youtube.com/babrodtk 

SINTEF: http://www.sintef.no/heterocomp  

mailto:Andre.Brodtkorb@sintef.no
http://babrodtk.at.ifi.uio.no/
http://babrodtk.at.ifi.uio.no/
http://youtube.com/babrodtk
http://www.sintef.no/heterocomp
http://www.sintef.no/heterocomp

